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Introduction
This doctoral thesis is a collection of three essays, all studying different perspectives of
learning and bounded rationality in strategic interactions. The goal is to better understand
human strategic decision making and thereby improve game theoretical predictions and
models.
The standard interpretation and analysis of Game Theory is based on the assumption
that players are rational. However, this is neither necessary nor sufficient for equilibrium
play. Moreover, results from laboratory experiments, together with the informational and
computational complexity of many real world problems, make it clear that full rationality
is not realistic.
Luckily, there are more realistic assumptions than full rationality that can be made. A
process of trial and error, where individuals slowly adapt and change behavior in ways that
improve their payoffs, will under many circumstances approximate equilibrium behavior.
Similar evolutionary processes can explain why even simple organisms such as animals
or even bacteria often behave in seemingly optimal ways, and are nicely captured in the
field of Evolutionary Game Theory. A market process can over time weed out companies
behaving in a suboptimal way, thereby leading to a market where all remaining companies
behave optimally. Arguments along these lines form the foundation of "as if" arguments
for defending standard economic theory—few, if any, researchers ever actually believed
that humans were perfectly rational beings with extraordinary computational capabilities.
However, while evolutionary processes like these can lead to near optimal behavior,
it is only in the long run, and is not guaranteed to happen at all. Many interactions are
such that we can not safely assume learning or evolution has stabilized behavior near an
optimum, and many systematic deviations, or biases, from perfect rationality have been
found. Furthermore, while a large body of work in behavioral economics shows that
human behavior systematically deviates from this rational benchmark in many settings,
the estimated biases vary considerably between studies and contexts. Apparent biases
change or even disappear if participants have opportunities for learning or if the details of
the decision task change.
Humans are not perfectly rational supercomputers, but neither are they simple
animals only following biologically preprogrammed behaviors. They learn with experience
and by observing others, they reason and form an understanding of the world, and are
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if anything remarkable at adapting to new environments and navigate the complexities
of life. Simply put, we humans are often doing the best we can in a complex and ever
changing world.
The approach taken in this thesis tries to capture this middle ground of boundedly
rational agents capable to learn and adapt to different circumstances. In so doing, the
hope is to better predict and understand when and why deviations from perfect rationality
happen and when rational behavior can be safely assumed. Furthermore, models and
results like these can help us design institutions and markets that better take into account
the limitations of human decision making.
Abstracts for the three different chapters follow below.
***
Rational Heuristics for One-Shot Games
Joint with Frederick Callaway and Thomas L. Griﬃths
Insights from behavioral economics suggest that perfect rationality is an insufficient model
of human decision-making. However, the empirically observed deviations from perfect
rationality or biases vary substantially between environments. There is, therefore, a need
for theories that inform us when and how we should expect deviations from rational
behavior. We suggest that such a theory can be found by assuming optimal use of limited
cognitive resources. In this paper, we present a theory of human behavior in one-shot
interactions based on the rational use of heuristics. We test our theory by defining a
broad family of heuristics for one-shot games and associated cognitive cost functions. In
a large, preregistered experiment, we find that behavior is well predicted by our theory,
which yields better predictions than existing models. We find that the participants’ actions
depend on their environment and previous experiences, in the way the rational use of
heuristics suggest.
***

INTRODUCTION
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Predicting Average Cooperation in the Repeated Prisoner’s Dilemma
Joint with Drew Fudenberg
We predict cooperation rates across treatments in the experimental play of the indefinitely
repeated prisoner’s dilemma using simulations of a simple learning model. We suppose
that learning and the game parameters only influence play in the initial round of each
supergame. Using data from 17 papers, we find that our model predicts out-of-sample
cooperation at least as well as more complicated models with more parameters and machine
learning algorithms. Our results let us predict how cooperation rates change with longer
experimental sessions, and explain and sharpen past findings on the role of strategic
uncertainty.
***
Stochastic Stability of a Recency Weighted Sampling Dynamic
Joint with Alexander Aurell
It is common to model learning in games so that either a deterministic process or a finite
state Markov chain describes the evolution of play. Such processes can however produce
undesired outputs, where the players’ behavior is heavily influenced by the modeling.
In simulations we see how the assumptions in Young (1993), a well-studied model for
stochastic stability, lead to unexpected behavior in games without strict equilibria, such as
Matching Pennies. In this paper we propose a continuous-state space model for learning in
games that can converge to mixed Nash equilibria, the Recency Weighted Sampler (RWS).
The RWS is similar in spirit Young’s model, but introduces a notion of best response
where the players sample from a recency weighted history of interactions. We derive
properties of the RWS which are known to hold for finite-state space models of adaptive
play, such as the convergence to and existence of a unique invariant distribution of the
process, and the concentration of that distribution on minimal CURB blocks. Then, we
establish conditions under which the RWS process concentrates on mixed Nash equilibria
inside minimal CURB blocks. While deriving the results, we develop a methodology that
is relevant for a larger class of continuous state space learning models.

Chapter 1
Rational Heuristics for One-Shot Games
Frederick Callaway1 , Thomas L. Griffiths1 , and Gustav Karreskog2

Abstract
Insights from behavioral economics suggest that perfect rationality is an insufficient model
of human decision-making. However, the empirically observed deviations from perfect
rationality or biases vary substantially between environments. There is, therefore, a need
for theories that inform us when and how we should expect deviations from rational
behavior. We suggest that such a theory can be found by assuming optimal use of limited
cognitive resources. In this paper, we present a theory of human behavior in one-shot
interactions based on the rational use of heuristics. We test our theory by defining a
broad family of heuristics for one-shot games and associated cognitive cost functions. In
a large, preregistered experiment, we find that behavior is well predicted by our theory,
which yields better predictions than existing models. We find that the participants’ actions
depend on their environment and previous experiences, in the way the rational use of
heuristics suggest.

1 Department of Psychology, Princeton.
2 Department of Economics, Stockholm School of Economics.

We thank Drew Fudenberg, Alice Hallman, Benjamin Mandl, Erik Mohlin, Isak Trygg Kupersmidt, Jörgen
Weibull, Peter Wikman, Robert Östling, and seminar participants at SSE, SUDSWEC, UCL, NHH, and
Princeton, for helpful comments and insights. This work was supported by a grant to TLG by the Templeton foundation, the Jan Wallander and Tom Hedelius Foundation, and the Knut and Alice Wallenberg
Research Foundation.
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Introduction

A key assumption underlying classical economic theory is that people behave optimally in
order to maximize their expected utility (Savage, 1954). However, a large body of work
in behavioral economics shows that human behavior systematically deviates from this
rational benchmark in many settings (Kahneman, 2011). This suggests we can improve our
understanding by incorporating more realistic behavioral components into our models
of economic behavior. While many of these deviations are indeed systematic and show up
in multiple studies, the estimated biases vary considerably between studies and contexts.
Apparent biases change or even disappear if participants have opportunities for learning
or if the details of the decision task change. For example, this is the case for the endowment effect (Tunçel and Hammitt, 2014), loss aversion (Ert and Erev, 2013), numerosity
underestimation (Izard and Dehaene, 2008), and present bias (Imai et al., 2020).
In order to incorporate behavioral effects into theories with broader applications,
without having to run new experiments for every specific setting, we need a theory that
can account for these variations. That is, we need a theory that can help us understand
why and predict when we should expect deviations from the rational benchmark, and
when we can safely assume behavior is close to rational. In this paper, we propose such a
theory based on the idea that people use simple decision procedures, or heuristics, that
are optimized to the environment to make the best possible use of their limited cognitive
resources and thereby maximize utility. This allows us to predict behavior by analyzing
which heuristics perform well in which environments. In this paper, we present an explicit
version of this theory tailored to one-shot games and test it experimentally.
In situations where people play the same game multiple times against different
opponents, so that there is an opportunity for learning, both theoretical and experimental
work suggests that Nash Equilibrium can be a sensible long-run prediction in many
cases (Camerer, 2003; Fudenberg and Levine, 1998). However, in experimental studies
of one-shot games where players don’t have experience of the particular game at hand,
people seldom follow the theoretical prediction of Nash equilibrium play (see Crawford
et al., 2013 for an overview). Consequently, we need an alternative theory for strategic
interactions that only happen once (or infrequently).
The most common theories for behavior in one-shot games in the literature assume
that players perform some kind of iterated reasoning to form beliefs about the other
player’s action and then select the best action in response. Examples of such models are
so-called level-k models, introduced by Nagel (1995) and Stahl and Wilson (1994, 1995), and
closely related Cognitive Hierarchy (CH) models, introduced by Camerer et al. (2004),
or models of noisy introspection (Goeree and Holt, 2004). In such models, participants
are characterized by different levels of reasoning. Level-0 reasoners behave naively, often
assumed to play a uniformly random strategy. Level-1 reasoners best respond to level-0
behavior, and even higher levels best respond to behavior based on lower level reasoning.
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In meta-analyses such as Crawford et al. (2013), Wright and Leyton-Brown (2017), and
Fudenberg and Liang (2019), variations of these iterated reasoning models best explain
human behavior.
All iterated reasoning models assume the basic structure of belief formation and best
responding to those beliefs. However, empirical evidence on information acquisition and
elicited beliefs is often inconsistent with such a belief-response process. When participants
are asked to state their beliefs about how the opponent will play, they often fail to play a
best response to those beliefs (Costa-Gomes and Weizsäcker, 2008). Eye-tracking studies
have revealed that the order in which participants attend to payoffs in visually presented
normal-form games is inconsistent with a belief-formation and best-response process
(Devetag et al., 2016; Polonio et al., 2015; Stewart et al., 2016). Furthermore, the estimated
parameters of these models often vary considerably between different data sets, behavior
seems to depend on the underlying game in a way not captured by the models (Bardsley
et al., 2010; Heap et al., 2014), and there is evidence of earlier games played having an effect
on behavior not captured by existing models (Mengel and Sciubba, 2014; Peysakhovich
and Rand, 2016).
In this paper, we present a theory of human behavior in one-shot games based on the
rational use of heuristics (Lieder and Griffiths, 2017, 2019). That is, we assume that people
use simple cognitive strategies that flexibly and selectively process payoff information to
construct a decision with minimal cognitive effort. These heuristics do not necessarily
involve any explicit construction of beliefs to which the players best respond. However,
we assume that people adapt the heuristics in order to maximize utility. Although they
might not choose the best action in a given game, they will learn which heuristics generally
work well in an environment.3
Thus, our approach combines two perspectives on human decision-making, embracing both the notion that human behavior is adaptive in a way that can be described as
optimization and the notion that people use simple strategies that are effective for the problems they actually need to solve. The key assumption in this approach, resource-rational
analysis, is that people use cognitive strategies that make optimal use of their limited
computational resources (Griffiths et al., 2015; Lieder and Griffiths, 2019 c.f. Gershman
et al., 2015; Lewis et al., 2014).
In comparison with traditional rational models, resource-rational analysis is distinctive in that it explicitly accounts for the cost of allocating limited computational resources
to a given decision. It specifies an objective function that includes both the utility of a
decision’s outcome as well as the cost of the cognitive process that produced the decision. In comparison with theories of bounded or ecological rationality (Gigerenzer and
Todd, 1999; Goldstein and Gigerenzer, 2002; Smith, 2003; Todd and Gigerenzer, 2012),

3 This idea is related to that of procedural rationality in Simon (1976).
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resource-rational analysis is distinctive in its assumption that people optimize this objective function. This makes it possible to predict when people will use one heuristic versus
another (Lieder and Griffiths, 2017) and even to automatically discover novel heuristics
(Lieder, Krueger, et al., 2017).
Finally, our approach is perhaps most compatible with information-theoretic approaches such as rational inattention (Caplin and Dean, 2013; Hebert and Woodford,
2019; Matějka and McKay, 2015; Sims, 1998; Steiner et al., 2017), in which the costs and
benefits of information processing are optimally traded off. Resource-rational analysis
is distinct, however, in making stronger assumptions about the specific computational
processes and costs that are likely to be involved in a given domain.
One important commonality between our approach and ecological rationality is the
recognition that the quality or adaptiveness of a heuristic depends on the environment
in which it is to be used. For example, in an environment in which most interactions are
characterized by competing interests (e.g., zero-sum games), a good heuristic is one that
looks for actions with high guaranteed payoffs. On the other hand, if most interactions
are common interest, focusing on the guaranteed payoff will lead to many missed opportunities for mutually beneficial outcomes, so it might be better to look for the common
interest. This is the key insight that allows us to test our theories.
To examine whether people adapt their heuristics to the environment, as our theory
predicts, we conduct a large, preregistered4 behavioral experiment. In our experiment,
participants play a series of normal form games in one of two environments characterized
by different correlations in payoffs. In the common interest environment, there is a positive
correlation between the payoffs of the row and column player over the set of strategy
profiles. In the competing interest environment, the correlation is negative. As a result, the
games in the common interest environment are often such that there is a jointly beneficial
outcome for the players to coordinate on. In contrast, the games in the competing interest
environment are similar to zero-sum games where one player’s loss is the other’s gain.
Interspersed among these treatment-specific games, we include four comparison games,
which are the same for both conditions (and all sessions). If the participants are using
environment-adapted heuristics to make decisions, and different heuristics are good for
common interest and competing interest environments, the participants should behave
differently in the comparison games since they are employing different heuristics. Indeed,
this is what we observe.
To take our analysis further, we define a parameterized family of heuristics and cognitive costs in order to test the critical resource-rational hypothesis that our participant’s
behavior is consistent with an optimal tradeoff between payoff and cognitive cost. Rather
than identifying the parameters that best fit human behavior we identify the parameters
4 The preregistration is embargoed at the open science foundations preregistration platform.

thor Gustav Karreskog at gustav.karreskog@phdstudent.hhs.se if you need access to it.
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that strike this optimal tradeoff, and ask how well they predict the effect of the environment on human behavior. Although we fit the cost function parameters that partially
define the resource-rational heuristic—critically—these parameters are fit jointly to data
in both treatments. Thus, any difference in predicted behavior is an a priori prediction.
Strikingly, we find that this model, which has no free parameters that vary between the
treatments, achieves nearly the same out-of-sample predictive accuracy as the model with
all parameters fit separately to each treatment.
We will start by introducing the general model in Section 1.2, capturing the connection between heuristics, their associated cognitive costs, the environment, and resourcerationally optimal heuristics. In Section 1.3, we introduce our main specification of the
available heuristics and their cognitive costs, metaheuristics. We then introduce the experiment in Section 1.4, followed by the model-free results based on the comparison games.
We there confirm that the two different environments indeed lead to large and predictable
differences in behavior. After that, we test the two model-based hypotheses using the
metaheuristics. Based on these out-of-sample predictions, we show that the differences
in behavior between the different treatments can be accurately predicted by assuming
that the participants use the optimal metaheuristics in the respective environments. In
Section 1.5, we can confirm the model-based hypothesis also by considering a completely
different representation of the possible heuristics using a constrained neural network
design, which we call deep heuristics. Lastly, in Section 1.6, we compare our model to
a quantal cognitive hierarchy model and a model with noisy-best reply and pro-social
preferences and show that our model predicts behavior better than both these alternatives.

1.2.

General Model

We consider a setting where individuals in a population are repeatedly randomly matched
with another individual to play a finite normal form game. We assume they use some
heuristic to decide what strategy to play.
Let G = h{1, 2}, S1 ×S2 , πi be a two-player normal form game with pure strategy sets
Si = {1, . . . , mi } for i ∈ {1, 2}, where mi ∈ N. A mixed strategy for player i is denoted
σi ∈ Δ(Si ). The material payoff for player i from playing pure strategy si ∈ Si when
the other player −i plays strategy s−i ∈ S−i is denoted πi (si , s−i ). We extend the material
payoff function to the expected material payoff from playing a mixed strategy σi ∈ Δ(Si )
against the mixed strategy σ−i ∈ Δ(S−i ) with πi (σi , σ−i ), in the usual way. A heuristic
is a function that maps a game to a mixed strategy hi (G) ∈ Δ(Si ). For simplicity, we
will always consider the games from the perspective of the row player, and consider the
transposed game GT = h{2, 1}, S2 × S1 , (π2 , π1 )i when talking about the column player’s
behavior.
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Each heuristic has an associated cognitive cost, c(h) ∈ R+ .5 Simple heuristics, such as
playing the uniformly random mixed strategy, have low cognitive costs, while complicated
heuristics involving many precise computations have high cognitive costs. Since a heuristic
returns a mixed strategy, the expected material payoff for player i using heuristic hi when
player −i uses heuristic h−i is


πi hi (G), h−i (GT ) .
Since each heuristic has an associated cognitive cost, the actual expected utility derived is


ui (hi , h−i , G) = πi hi (G), h−i (GT ) − c(hi ).
A heuristic is neither good nor bad in isolation; its performance has to be evaluated
with regard to some environment, in particular, with regard to the games and other-player
behavior one is likely to encounter. Let G be the set of possible games in the environment,
H be the set of available heuristics, and P be the joint probability distribution over G, H .
In the equations below, we will assume that G and H are countable. An environment
is given by E = (P, G, H ). Thus, an environment describes which game and opponent
heuristic combinations a player is likely to face. Given an environment, we can calculate
the expected performance of a heuristic as
V (hi , E) = EE [ui (hi , h−i , G)] =

Õ Õ

ui (hi , h−i , G) · P (G, h−i ).

(1.1)

G ∈G h−i ∈H

We can also evaluate the performance of a heuristic conditional on the specific game
being played
V (hi , E, G) = EE|G [ui (hi , h−i , G)] =

Õ

ui (hi , h−i , G) · P (h−i |G).

h−i ∈H

We can now define formally what we mean with a rational, or optimal, heuristic. A
rational heuristic h∗ is a heuristic that optimizes (1.1), i.e.,
h∗ = arg max V (h, E).
h∈H

We here also see that by varying the environment, we can vary which heuristics are
optimal. In the experiment, we will vary P, thereby varying the predictions we get by
assuming rational heuristics.
5 In general, we can imagine that the cognitive cost depends on both the heuristic and the game, for example,

it might be more costly to apply it to a 5 × 5 game than a 2 × 2 game. But since all our games will be 3 × 3,
we drop that dependency.
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Metaheuristics

To build a formal model of heuristics for one-shot games, we begin by specifying a small
set of candidate forms that such a heuristic might take: row-based reasoning, cell-based
reasoning, and simulation-based reasoning. We specify a precise functional form for each
class, each employing a small number of continuous parameters and a cognitive cost function. The cognitive cost of a heuristic is a function of its parameters, and the form of the
cost function is itself parameterized. Finally, we consider a higher-order heuristic, which
we call a metaheuristic that selects among the candidate first-order heuristics based on their
expected values for the current game. We emphasize that we do not claim that this specific
family captures all the heuristics people might employ. However, we hypothesized, and
our results show that it is expressive enough to illustrate the general theory’s predictions
and provide a strong quantitative explanation of human behavior.
To exemplify the different heuristics, we will apply them to the following example
game.

1
2
3

1
0, 1
5, 6
6, 5

2
0, 2
5, 5
6, 6

3
8, 8
2, 2
1, 1

Figure 1.1: Example normal form game represented as a bi-matrix. The row player chooses
a row and column player chooses a column. The first number in each cell is the payoff of
the row player and the second number is the payoff of the column player.

1.3.1.

Row Heuristics

A row heuristic calculates a value, v(si ), for each pure strategy, si ∈ Si , based only on the
player’s own payoffs associated with si . That is, it evaluates a strategy based only on first
entries in each cell of the corresponding row of the payoff matrix (see Figure 1.1). Formally,
a row heuristic is defined by the row-value function v such that
v(si ) = f (πi (si , 1), . . . , πi (si , mi )))
for some function f : Rm → R. For example, if f is the mean function, then we have
vmean (si ) =

1 Õ
πi (si , s−i ),
m−i s ∈S
−i

−i

which results in level-1 like behavior. Indeed, deterministically selecting arg maxsi vmean (si )
gives exactly the behavior of a level-1 player in the classical level-k model.
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If, instead, we let f be min, we recover the maximin heuristic, which calculates the
minimum value associated with each strategy and tries to chose the row with highest
minimum value,
vmin (si ) = min πi (si , s−i ),
s−i ∈S−i

and similarly the maximax heuristic when f is max,
vmax (si ) = max πi (si , s−i ).
s−i ∈S−i

While one can imagine a very large space of possible functions f , we consider a
one-dimensional family that interpolates smoothly between min and max, with mean in
the center. We construct such a family with following expression


Õ
exp γ · πi (si , s−i )
γ


v (si ) =
πi (si , s−i ) · Í
s∈S−i exp γ · πi (si , s)
s−i ∈S−i
which approaches vmin (si ) as γ → −∞, vmax (si ) as γ → ∞, and vmean (si ) when γ = 0.
Intuitively, we can understand this expression as computing an expectation of the payoff
for si under different degrees of optimism about the other player’s choice of s− i. In the
example game above (Figure 1.1), the heuristic will assign highest value to s1 (the top row)
when γ is large and positive, s2 when γ is large and negative, and s3 when γ = 0. Notice that
if γ ≠ 0, the values associated with the different strategies do not necessarily correspond
to a consistent belief about the other player’s action. For example, if γ is positive, the
highest payoff in each row will be over-weighted, but these might correspond to different
columns in each row; in the example game (Figure 1.1), column 3 would be over-weighted
when evaluating row 1 but down-weighted when evaluating rows 2 and 3. Although
this internally inconsistent weighting may appear irrational, this extra degree of freedom
can increase the expected payoff in a given environment without necessarily being more
cognitively taxing.
Given a row-value function v, the most obvious way to select an action would be to
select arg maxsi v. However, exactly maximizing even a simple function may be challenging
for an analog computer such as the human brain. Thus, we assume that the computation
of v is subject to noise, but that this noise can be reduced through cognitive effort, which
we operationalize as a single scalar φ. In particular, following Stahl and Wilson (1994), we
assume that the noise is Gumbel-distributed and thus recover a multinomial logit model
with the probability that player i plays strategy si being


exp
φ
·
v(s
)
i
i

.
hsrow
(G) = Í
k∈Si exp φ · v(k)
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Naturally, the cost of a row heuristic is a function of the cognitive effort. Specifically,
we assume that the cost is proportional to effort,
c(hrow ) = φ · Crow ,
where Crow > 0 is a free parameter of the cost function.

1.3.2.

Cell Heuristics

An individual might not necessarily consider all aspects connected to a strategy, but find
a good "cell", meaning payoff pair (π1 (s1 , s2 ), π2 (s1 , s2 )). In particular, previous research
has proposed that people sometimes adopt a team view, looking for outcomes that are
good for both players, and choosing actions under the (perhaps implicit) assumption that
the other player will try to achieve this mutually beneficial outcome as well (Bacharach,
2006; Sugden, 2003). Alternatively, people may engage in virtual bargaining, selecting the
outcome that would be agreed upon if they could negotiate with the other player (Misyak
and Chater, 2014). Importantly, these approaches share the assumption that people reason
directly about outcomes (rather than actions) and that there is some amount of assumed
cooperation.
We refer to heuristics that reason directly about outcomes, thereby ignoring the
dependency of the other player’s behavior, as cell heuristics. Based on preliminary analyses,
we identified one specific form of cell heuristic that participants appear to use frequently:
This jointmax heuristic identifies the outcome that is most desirable for both players,
formally
vjointmax (si , s−i ) = min {πi (si , s−i ), π−i (si , s−i )}
and the probability of playing a given strategy, with cognitive effort φ is given by


jointmax (s , s )
Õ
exp
φ
·
v
i
−i
i

.
hsjointmax
(G) =
Í
jointmax (k , k )
i −i
(ki ,k−i ) ∈Si ×S−i exp φ · v
s−i ∈S−i
In the example game (Figure 1.1), the jointmax heuristic would assign the highest probability to row 1 because the cell (1, 3) with payoffs (8, 8) has the highest minimum payoff.
The cognitive cost is again proportional to the accuracy, so
c(hcell ) = φ · Ccell ,
where Ccell > 0 is a free parameter of the cost function.
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Simulation Heuristics - Higher level reasoning

The row and cell heuristics don’t construct explicit beliefs about how the other player
will behave.6 Belief formation and best response has formed the basis of many previous
models of initial play, and might very well be a sensible thing to do. We consider such a
decision-making process as one possible heuristic people might use.
If a row player uses a simulation heuristic, she first considers the game from the
column player’s perspective, applying some heuristic that generates a distribution of
likely play. She then plays a noisy best response to that distribution. Let GT denote the
transposed game, i.e., the game from the column player’s perspective. Let hcol be the
heuristic the row player use to estimate the column players behavior, then hsim (G) is given
by
h Í
i
c
exp φ · sc ∈Sc πr (sr , sc ) · hscol
(GT )
r
h Í
i
hsrow
=Í
sc
T)
exp
φ
·
π
(s
,
s
)
·
h
(G
sr ∈Sr
sc ∈Sc r r c
col
where φ is the cognitive effort parameter. A simulation heuristic is thus defined by a
combination of a heuristic and a effort parameter (hcol , φ).
The cognitive cost for a simulation heuristic is calculated by first calculating the
cognitive cost associated with the heuristic used for the column players behavior, then a
constant cost for updating the payoff matrix using that belief (Cmul ), and one additional
cost that is proportional to the cognitive effort parameter in the last step, as if it was a row
heuristic,
c(hsim ) = c(hcol ) + Cmul + Crow · φ.
Notice that once the beliefs have been formed and the beliefs have been incorporated,
the last cost for taking a decision is based on Crow since this process is the same as averaging
over the rows as for a row-heuristic.

1.3.4.

Metaheuristic

We don’t expect a person to use the same heuristic in all games. Instead, they may have a
set of heuristics, choosing which one to use in each situation based on an estimate of the
candidate heuristics’ expected value. We model such a process as a higher-order heuristic
that selects among the first-order heuristics described above. We call this heuristic-selecting
heuristic a metaheuristic.
Rather than explicitly modeling the process by which players select among the
candidate heuristics, for example, using the approach in Lieder and Griffiths (2015), we
6 They

might do so implicitly, however. For example, a row heuristic that assigns a higher weight to high
payoffs works well only if the other player is more likely to play those columns. Ignoring the low payoffs
might correspond to an implicit belief that the other player will not play those columns.
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use a reduced-form model based on the rational inattention model of Matějka and McKay
(2015). We make this simplifying assumption since it allows us to focus on the central parts
of our theory. This functional form captures the three key properties a metaheuristic
should have: (1) there is a prior weight on each heuristic, (2) a heuristic will be used more
on games in which it is likely to perform well, and (3) the adjustment from the prior based
on expected value is incomplete and costly.
Assume that an individual is choosing between n heuristics H = {h1 , h2 , . . . , hN }.
Then the probability of using heuristic hn when playing game G is given by
exp [(an + V (hn , E, G))/λ]
P [{use hn in G}] = ÍN


j
j=1 exp (aj + V (h , E, G))/λ
pn exp [V (hn , E, G)/λ]
= ÍN


j
j=1 pj exp V (h , E, G)/λ

(1.2)

where λi is an adjustment cost parameter and the an are weights that give the prior probaexp(an /λi )
bility of using the different heuristics, pn = ÍN exp(a
.
/λ )
j=1

j

i

The individual’s optimization problem
A metaheuristic is defined by a tuple m = hH, Pi where H = {h1 , h2 , . . . , hN } is a finite
set of consideration heuristics, and P = {p1 , p2 , . . . , pN } a prior over those heuristics. We
can write down the performance of a metaheuristic in an environment E, analogously to
(1.1) for heuristics, as

V meta (m, E) =

N
ÕÕ
G ∈G

pn exp [V (hn , E, G)/λ]
V (hn , E, G) · ÍN

 · P (G)
j
j=1 pj exp (V (h , E, G))/λ
n=1

(1.3)

The optimization problem faced by the individual, subject to the adjustment cost λ,
is then to maximize (1.3), i.e., to choose the optimal consideration set and corresponding
priors,
m∗ = arg max arg max V meta (hH, Pi, E)
H ∈Pfin (H ) P ∈Δ(H)

where Pfin (H ) is the set of all finite subsets of all possible heuristics. In practice, this is
not a solvable problem when the set of possible heuristics, H , is infinite. Even with a
finite set of heuristics, the size of the power set will grow very quickly. Therefore, we will
assume a small set of heuristics and jointly find optimal parameters of those heuristics
and priors P.
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1.4.

Experiment

Our overarching hypothesis is that individuals choose actions in one-shot games using
heuristics that optimally trade off between expected payoff and cognitive cost. It is unlikely,
however, that people compute these expected payoffs each time they need to make a
decision. Instead, we hypothesize that people learn to use heuristics that are generally
adaptive in their environment. This results in a critical prediction: the action a player
takes in a given game will depend not only on the nature of that particular game, but also
on the other games she has previously played. We test this prediction in a large, online
experiment in which participants play one-shot normal form games.

1.4.1.

Methods

We recruited 600 participants on Amazon Mechanical Turk using the oTree platform
(Chen et al., 2016). Each participant was assigned to one of 20 populations of 30 participants each. They then played 50 different one-shot normal form games, in each period
randomly matched to a new participant in their population.
Each population was assigned to one of two experimental treatments, which determined the distribution of games that were played. Specifically, we manipulated the
correlation between the row and column players’ payoffs in each cell. In the common
interest treatment, the payoffs were positively correlated, such that a cell with a high payoff
for one player was likely to have a high payoff for the other player as well. In contrast, in
the competing interest treatment, the payoffs were negatively correlated, such that a cell
with a high payoff for one player was likely to have a low payoff for the other. Concretely,
the payoffs in each cell were sampled from a bivariate Normal distribution truncated
to the range [0, 9] and discretized such that all payoffs were single-digit non-negative
integers.7 Examples of each type of treatment game are shown in Tables 1.1 and 1.2.
For each population, we sampled 46 treatment games, each participant playing every
game once. The remaining four games were comparison games, treatment-independent
games that we used to compare behavior in the two treatments when playing the same
game. The comparison games were played in rounds 31, 38, 42, and 49. We placed them all
later in the experiment so that the participants would have time to adjust to the treatment
environment first, leaving gaps to minimize the chance that participants would notice
that these games were different from the others they had played.


1 ρ
where ρ = 0.9 for the common
ρ 1
interest treatment and ρ = −0.9 for the competing interest treatment.

7 The



normal distribution is given by N ((5, 5), Σ) with Σ = 5
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5, 6
9, 4
2, 0

6, 4
5, 5
0, 1

5, 3
6, 7
6, 4

Common interest example 1
9, 7
6, 7
6, 4

5, 9
9, 9
3, 1

7, 8
4, 6
6, 2

Common interest example 3

3, 4
4, 2
2, 4

5, 5
5, 7
2, 1
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9, 7
5, 7
2, 3

Common interest example 2
1, 4
3, 5
3, 8

5, 3
4, 2
3, 6

7, 4
7, 5
5, 3

Common interest example 4

Table 1.1: Four games from the common interest treatment.

5, 5
5, 3
3, 6

6, 2
1, 8
7, 4

5, 3
8, 4
4, 6

Competing interest example 1
4, 5
2, 7
2, 6

1, 5
8, 5
8, 3

7, 1
5, 7
3, 9

Competing interest example 3

2, 4
1, 7
7, 1

4, 4
2, 6
4, 8

4, 6
9, 1
8, 6

Competing interest example 2
8, 0
4, 7
3, 5

4, 1
2, 7
3, 9

3, 8
2, 7
7, 5

Competing interest example 4

Table 1.2: Four games from the competing interest treatment.
The Comparison Games
We selected comparison games that we expected to elicit dramatically different distributions of play in the two treatments. In these games, there is a tension between choosing a
row with an efficient outcome or a row that gives a high guaranteed pay off. For two of
the games, the efficient outcome was also a Nash Equilibrium (NE), and for the other
two games, the efficient outcome was not a NE.
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First Comparison Game

8, 8
6, 2
5, 0

2, 6
6, 6
5, 2

0, 5
2, 5
5, 5

Comparison game 1
The first game is a weak-link game, where all the diagonal strategy profiles are Nash
Equilibria, but all are not as efficient. The most efficient NE gives payoffs (8,8), but it is
also possible to get 0. The least efficient equilibrium yields a payoff of (5,5), but that is
also the guaranteed payoff. The equilibrium (6,6) is in between the two in terms of both
risk and efficiency. The third row has the highest average payoff and is the best response
to itself, so any standard level-k model would predict (5,5) being played.
Second Comparison Game

8, 8
9, 2
0, 1

2, 9
3, 3
1, 1

1, 0
1, 1
1, 1

Comparison game 2
The second comparison game is a normal prisoner’s dilemma game, with an added dominated and inefficient strategy. In this game, strategy 2 dominates the other strategies.
However, we still expect the common interest treatment to play strategy 1 more often
since it is usually a good heuristic for them to look for the common interest.
Third Comparison Game

4, 4
6, 4
0, 5

4, 6
3, 3
1, 5

5, 0
5, 1
9, 9

Comparison game 3
The third game is a game with two NE, where one is the pure NE (3, 3), and the other
is a mixed NE involving 1 and 2. This game is constructed so that the row averages are
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much higher for strategy 1 and 2 compared to 3, meaning that any level-k heuristic ends
up there, while the NE yielding (9, 9) is much more efficient. So, there is a strong tension
between efficiency and guaranteed payoff.
Fourth Comparison Game

4, 4
1, 9
3, 1

9, 1
8, 8
8, 1

1, 3
1, 8
3, 3

Comparison game 4
In this game, the risky efficient outcome (8, 8) is not a NE. A standard level-k player of
any level higher than zero would play strategy 3.

1.4.2.

Model estimation and evaluation

We take an out-of-sample prediction approach to model comparison. Each data set is
divided into a training set and a test set. The models are estimated on the training data
and evaluated on the test data. The training data consisted of the first 30 games of each
session, and the other 16 treatment games are the test data. We consider each game as
two observations, one for empirical distribution of play for each player role. The games
are sampled separately for each session, but are the same within a session, and we have
10 sessions for each treatment. For each treatment, we thus have 600 observations in the
training games and 320 observations of in the test games. This separation was preregistered,
and can thus be considered a "true" out of sample prediction.
We define the two different environments with the actual games and empirical
distributions of play in the corresponding sessions. We thus define the common interest
environment, E+ , by letting G+ be all the treatment games played in the common interest
treatment, and let the opponents behavior always be given by the actual distribution
of play, so h+ (G) returns the actual distribution of play in G. Lastly, P is the uniform
distribution over all games in G+ , and always returns h+ as the heuristic for the opponent.
We define the competing interest environment E− in the corresponding way. Lastly, we
+ , and test games G + .
can divide the games in to the training games, e.g., Gtrain
test
The measure of the fit we use is the average negative log-likelihood (or equivalently
the cross-entropy), so a lower value means a better fit. If y is the observed distribution of
play for for some role in some game, and x is the predicted distribution of play from some
model, the negative log-likelihood (NLL) is defined
Õ
NLL(x, y) = −
ys · log(xs ).
s
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We define the total NLL of a meta-heuristic, with cognitive costs C, evaluated on
the training set E+train as
Õ
NLL(m, E+train , C) =
NLL(m(G, h+ (G), C), h+ (G)),
+
G ∈Gtrain

and analogously for the other possible environments. We write m(G, h+ , C) since the
actual prediction of the metaheuristic m in a given game depends on the performance of
the different primitive heuristics, which in turn depend on the opponents behavior, h+ ,
and the cognitive costs, C, via Equation (1.2).
The metaheuristics described previously have several free parameters that control
their behavior, the parameters of the primitive heuristics and the priors for the different
primitive heuristics. We consider two methods for estimating these parameters and the
cognitive costs. Fitting the parameters to the data, or optimizing the parameters such that
they maximize expected utility.
For a given set of cognitive cost parameters C = (Crow , Ccell , Cmul , λ), the ﬁtted
common interest metaheuristic is given by
mfit (E+train , C) = arg min NLL(m, E+train , C)
m∈M

where M is the space of metaheuristics we restrict our analysis to. The metaheuristics we
consider consists of three primitive heuristics, a jointmax cell heuristic, a row heuristic,
and a simulation heuristic, where a row heuristic models the other player’s behavior.
The optimal common interest metaheuristic, for cognitive costs C, is instead given
by
Õ
mopt (E+train , C) = arg max V (m, E+train , C) = arg max
u(m, h+ , G, C).
m∈M

m∈M G ∈G+
train

The fitted and optimal metaheuristics for the competing interest environment are defined
in the analogous way.
Having defined the fitted and optimal heuristics for given cognitive costs C, we now
turn to the question of how to estimate the cognitive costs. Since the participants are
drawn from the same distribution and are randomly assigned to the two treatments, we
assume that the cognitive costs are always the same for the two treatments.
To estimate the costs, we find the costs the minimizes the average NLL of the optimize, or fitted, heuristics on the training data. So
Cfit = arg min NLL(mfit (E+train , C), E+train , C) + NLL(mfit (E−train , C), E−train , C),
C ∈R4+
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and
Copt = arg min NLL(mopt (E+train , C), E+train , C) + NLL(mopt (E−train , C), E−train , C).
C ∈R4+

Notice the crucial difference between the fitted and optimized metaheuristics. For the
fitted metaheuristics, we fit both the joint cognitive cost parameters and the heuristic
parameters to match actual behavior in the two training sets. For the optimized metaheuristics, we only fit the four joint cognitive cost parameters; the heuristic parameters are
set to maximize payoff minus costs. As a result, any difference between the optimal common interest metaheuristic and the optimal competing interest metaheuristic is entirely
driven by differences in performance of different heuristics in the two environments.

1.4.3.

Results

We organize our results based on our four pre-registered hypotheses. The first two are
model-free and concern the behavior in the comparison games. The latter two are modelbased and concern the behavior in the treatment games.
Model-free analysis of comparison games
Our first hypothesis is that the treatment environment have an effect on behavior in the
comparison games.
Hypothesis 1 The distribution of play in the four comparison games will be different in
the two treatment populations.
This hypothesis follows from the assumption that people learn to use heuristics that are
adaptive in their treatment and that different heuristics are adaptive in the two treatments.
Figure 1.2 visually confirms this prediction and Table 1.3 confirms that these differences
are statistically significant (χ 2 -tests, as preregistered).
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Human

Model

Common Interest

Competing Interest

Common Interest

Competing Interest

8, 8 2, 6 0, 5

8, 8 2, 6 0, 5

8, 8 2, 6 0, 5

8, 8 2, 6 0, 5

6, 2 6, 6 2, 5

6, 2 6, 6 2, 5

6, 2 6, 6 2, 5

6, 2 6, 6 2, 5

5, 0 5, 2 5, 5

5, 0 5, 2 5, 5

5, 0 5, 2 5, 5

5, 0 5, 2 5, 5

8, 8 2, 9 1, 0

8, 8 2, 9 1, 0

8, 8 2, 9 1, 0

8, 8 2, 9 1, 0

9, 2 3, 3 1, 1

9, 2 3, 3 1, 1

9, 2 3, 3 1, 1

9, 2 3, 3 1, 1

0, 1 1, 1 1, 1

0, 1 1, 1 1, 1

0, 1 1, 1 1, 1

0, 1 1, 1 1, 1

4, 4 4, 6 5, 0

4, 4 4, 6 5, 0

4, 4 4, 6 5, 0

4, 4 4, 6 5, 0

6, 4 3, 3 5, 1

6, 4 3, 3 5, 1

6, 4 3, 3 5, 1

6, 4 3, 3 5, 1

0, 5 1, 5 9, 9

0, 5 1, 5 9, 9

0, 5 1, 5 9, 9

0, 5 1, 5 9, 9

4, 4 9, 1 1, 3

4, 4 9, 1 1, 3

4, 4 9, 1 1, 3

4, 4 9, 1 1, 3

1, 9 8, 8 1, 8

1, 9 8, 8 1, 8

1, 9 8, 8 1, 8

1, 9 8, 8 1, 8

3, 1 8, 1 3, 3

3, 1 8, 1 3, 3

3, 1 8, 1 3, 3

3, 1 8, 1 3, 3

Figure 1.2: Distribution of plays in the four comparison games. Each panel shows the joint
and marginal distributions of row/column plays in a single game. The cells are annotated
with each player’s payoffs for the given outcome. The two columns to the left show the
actual behavior in the two environments, while the two columns to the right show the
predictions of the rational (optimized) metaheuristics.
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1
Comparison Game 1
Common interest
Competeting interest
Comparison Game 2
Common interest
Competeting interest
Comparison Game 3
Common interest
Competeting interest
Comparison Game 4
Common interest
Competeting interest

Frequencies
2
3

193
75
160
103
40
106
78
115

53
82
139
195
73
97
173
62

χ2
98.39

p-value
2.2 · 10−16

22.08

1.6 · 10−5

61.75

3.9 · 10−14

91.36

2.2 · 10−16
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54
143
1
2
187
97
49
123

Table 1.3: χ 2 tests for each comparison games. All of the them significant at the preregistered 0.05 level.
Inspecting Figure 1.2, we see that the distribution of play is not just different in the
two groups; it is different in a systematic way. In particular, players in the common interest
treatment tend to coordinate on the efficient outcome, even in games 2 and 4, where the
efficient outcome is not a Nash Equilibrium. We expected this divergence in behavior
when we constructed the comparison games, which motivates our second hypothesis.
Hypothesis 2 The average payoff in the four comparison games will be higher in the common interest treatment than in the competing interest treatment.
Since the comparison games were chosen to exhibit a tension between the efficient outcome and a high guaranteed payoff, we expected that the common interest population
would better coordinate on the efficient outcome. In our metaheuristic model, this prediction results from the fact that the jointmax heuristic generally performs quite well in
the common interest games. Thus, the cognitive cost of checking for each game, whether
another heuristic performs better, generally outweighs the potential gains. Coordinating
on the efficient outcomes then leads to a higher average payoff. Table 1.4 confirms this
prediction. The common interest population had a higher average payoff in all four comparison games, and the difference is significant in each case (at the pre-registered level of
p < .05).
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Comparison game 1
Comparison game 2
Comparison game 3
Comparison game 4

Treatment average payoff
Common interest Competing interest
5.09
3.64
5.52
4.04
5.00
4.31
5.19
3.42

t-value
6.851
6.28
2.86
7.21

p-value
2 · 10−11
6.7 · 10−10
0.0044
1.9 · 10−12

Table 1.4: Two-sided t-tests for the difference in average payoff between the two treatments
in the comparison games.
Model-based analysis of treatment games
Next, we consider our two model-based hypotheses regarding the metaheuristic model’s
ability to capture the difference in strategies used in the two treatments. The first hypothesis is that the behavior will be different and that the model will capture some aspect of
that difference.
Hypothesis 3 Behavior in the two treatments is consistently different. In other words, the
common interests metaheuristics should predict behavior in the common interest test games
better than the competing interests metaheuristics. Similarly, the competing interest heuristics should predict behavior in competing interest test games better than the common interests
heuristics. This should hold for both the ﬁtted and the optimized heuristics.
This hypothesis can also be formulated as that the following four inequalities should
hold:
NLL(mfit (E−train ), E−test ) < NLL(mfit (E+train ), E−test )
NLL(mopt (E−train ), E−test ) < NLL(mopt (E+train ), E−test )
NLL(mfit (E−train ), E+test ) > NLL(mfit (E+train ), E+test )
NLL(mopt (E−train ), E+test ) > NLL(mopt (E+train ), E+test ),

where we have suppressed the notation for Cfit and Copt for clarity.
In order to facilitate comparisons between treatments and between games, we consider the relative prediction loss with respect to the theoretical minimum. Let y be the
observed empirical distribution of play in some game G. Then the lowest possible NLL
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in that game is NLL(y, y).8 We therefore transform the prediction loss so that the relative
prediction loss for model m on game G is thus given by
NLL(m, G, C) − NLL(y, y).
The confidence intervals of the relative prediction loss are then computed over all
the games in the test set. Since we consider each game separately for the two different
roles, this is 320 observations per test set.
Figure 1.3 shows the relative prediction loss of the held out test data in each treatment
according to heuristic models fit to each treatment. We clearly see that each model predict
the test games of the treatment corresponding to treatment it was trained on better than
the other model, thus confirming our hypothesis.
An even more striking result is that the optimized metaheuristics achieve nearly the
same predictive performance as the fitted metaheuristics. That is, a model with one set of
cognitive cost parameters that applies for both treatments (with the heuristic parameters
set to optimize the resultant payoff-cost tradeoff) explains participant data almost as well
as the fully-parameterized model, in which the heuristic parameters are fit directly and
separately to behavior in each treatment.

8 Note that since only have fifteen participants per game and role, and there is randomness in behavior, even

the perfect model would not be able to get the exact distribution of play right. So the theoretical minimum
is truly theoretical.
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Figure 1.3: Model performance. Each panel shows the relative prediction loss of the heldout test data for one treatment (competing interest vs common interest). Models are fitted
or optimized to either the competing interest training games or the common interest
training games. The error bars show 95% confidence interval. The dotted line corresponds
to uniformed random guess, which assigns each action the same probability in each game.
Not only do we confirm our hypothesis and show that the rational heuristic is a
strong predictor. We also see that we capture most of the distance between the uniformed
guess and the theoretical minimum.
Our final model-based hypothesis provides an additional test that the metaheuristics
participants use are adapted to their treatment environment:
Hypothesis 4 The ﬁtted heuristics estimated for a given treatment should achieve higher
expected payoffs on the test games for that treatment than should the heuristics estimated
for the other treatment.
The logic for this hypothesis is that even if we do not assume that participants use optimal
heuristics, we should still see that the heuristics that best describe participant behavior
in each treatment achieve higher payoffs in that treatment. Similarly to the testing for
hypothesis 3, we consider the regret, or the relative payoff loss. The regret is the difference
between the maximum expected payoff in each game, and the expected payoff given the
predicted behavior.
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Figure 1.4: Testing of hypothesis 4 using the metaheuristics. Each panel shows the relative
prediction loss of the held-out test data for one treatment (competing vs common interest).
Models are fitted or optimized to either the competing interest training games or the
common interest training games. The error bars show a 95% confidence interval.
In appendix 1.A.2 we present results from pairwise tests of both hypothesis 3 and 4.
We see there that all the differences in both relative prediction loss and regret are significant
at at least the 0.01 level. 9
Estimated Metaheuristics
Inspecting the heuristics’ parameters, we find that the model captures the difference in
what behavior is adaptive in each treatment in an intuitive manner. Focusing first on
the fitted metaheuristics (Table 1.5), we highlight three interesting differences between
the treatments. First, jointmax is used more than twice as often in the common interest
condition; this aligns with the intuition that looking for an outcome that is good for
both players is a better strategy when interests are usually aligned. Second, the optimism
parameter of the row heuristic, γ, is lower in the competing interest treatment; this
makes sense because the better outcomes for you are less likely to be realized when your
9 In the preregistration, we did not specify a formal testing procedure for these differences, and did originally

not include such a test in the paper. However, after discussions and presentations it has been clear that such
tests are sought after and we have therefore added them.
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partner has opposing interests. Third, simulation is used more than twice as often in
the competing interest treatment; this suggests that careful reasoning about other agents
is more important in competitive environments—or conversely, simple heuristics like
jointmax are more successful in cooperative environments.

Common interests
Competing interests

Fitted Metaheuristics
Jointmax Row Heuristic
φ
γ, φ
Params
2.47
-0.26, 1.79
Share
35 %
48 %
Params
1.47
-1.34, 2.66
Share
15 %
47 %

Sim
(γ, φ), φ
(-0.26, 0.05), 0.97
17 %
(1.45, 0.51), 0.96
37 %

Table 1.5: The estimated meta heuristics for the two treatments.

Common interests
Competing interests

Optimal Metaheuristics
Jointmax Row Heuristic
φ
γ, φ
Params
1.23
1.2, 1.43
Share
45 %
53 %
Params
0.98
-1.52, 1.17
Share
0%
70 %

Sim
(γ, φ), φ
(0.64, 0.53), 1.26
2%
(-1.11, 0.67), 1.13
30 %

Table 1.6: The optimal meta heuristics for the two treatments.
Table 1.5 shows the parameters for the optimized heuristics. All three of the patterns
we highlight above are replicated, although they are all stronger. This perhaps suggests
that participants’ adaptation to the experimental environment was only partial, which
is not surprising given the relative weight of 30 games in an experiment versus years of
experience interacting with people in the real world.

1.5.

Deep Heuristics

A drawback of using the explicitly formulated heuristics, that we use to build up the
metaheuristics, is that it is dependent on the decisions made by the researchers. The space
of possible heuristics is extremely large, and the ultimately somewhat arbitrary decisions
the researcher makes about which heuristics to include might affect the ultimate results.
To minimize the risk of our conclusions being driven by such decisions, we also take a very
different route to modeling heuristics. While not lending itself to as clear interpretability
as the metaheuristics, it includes a much larger set of possible heuristics.

RATIONAL HEURISTICS FOR ONE-SHOT GAMES

29

To get a general model of possible heuristics, we use a neural network architecture
close to the one developed in Hartford et al. (2016), with some adjustments to improve
interpretability and easier modeling of cognitive costs. The idea is to let every element
of the input and hidden layers be a matrix, instead of a single value, of the same size as
the game. Each cell in those matrices is then treated in the same way. This ensures that
the deep heuristic is invariant to relabeling of strategies, as should be expected from any
decision rule for normal-form games.
Higher-level reasoning is incorporated by first having two separated neural networks,
representing a "level-0" heuristic for the row player and the column player separately,
and then possibly take into account the thus formed beliefs about the column player’s
behavior in the action response layers. The different action response layers are then mixed
into a response. A heuristic that does not explicitly form beliefs about the other player’s
behavior would let ARR (0) be the output, a person who only applies a heuristic two
estimate the opponent’s behavior and then best responds to it would only use ARR (1),
etc. A figure of the neural network architecture can bee sen in Figure 1.5.
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Figure 1.5: Architecture of the deep heuristic.
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1.5.1.

Feature Layers

The hidden layers are updated according to
©Õ
R
R
Rª
Hl,k
= ϕl  wR
l,k,j Hl−1,j + bl,k ®
« j
¬

R
Hl,k
∈ RmR ×mC

R = H C = F , so the two disjoint parts
and similarly for H C . For the first hidden layer H0,i
i
0,i
start with the same feature matrices, but then have different weights.
The feature matrices consist of matrices where each cell contains information associated with the row or column of one payoff matrix. The payoff matrices for the row
and column players are denoted U R and U C , respectively. More specifically, we calculate
the maximum, minimum, and mean of each row and column for both payoff matrices.
Furthermore, F1 and F2 are the payoff matrices as they are, and lastly, we have a feature
matrix where each value is the minimum payoff that either one of the players receives
from the strategy profile. Below follow three examples of such feature matrices.
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¬
Figure 1.6: Examples of input feature matrices.

1.5.2.

Softmax and Action Response Layers

After the last feature layer, a play distribution is calculated from each feature matrix in
the last layer. This is done by first summing over the rows (columns) and then taking a
softmax over the sums. The first action response layer is then given by a weighted average
of those different distributions. So for example, the distribution S1R ∈ ΔmR is give by
!
Õ
Õ
Õ
R
R
R
S1R = softmax
(H2,1
)1,i ,
(H2,1
)2,i , . . . ,
(H2,1
)mR ,i
i

i

i
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while the sums for the column player is taken over the columns, so
Õ
Õ
©Õ C
ª
C
C
S1C = softmax  (H2,1
)j,1 ,
(H2,1
)j,2 , . . . ,
(H2,1
)j,mC ® .
j
j
« j
¬
Í
The first action response distribution is then ARR (0) = kl 2 wR
S R for wR ∈ Δk2 ,
l l
and similarly for the column player.
The ARR (0) corresponds to a level-0 heuristic, a heuristic where the column player’s
behavior isn’t explicitly modeled and taken into account. To do this, we move to Action
Response layer 1, and use ARC (0) as a prediction for the behavior of the opposing player.
Once the beliefs for the play of the column player are formed, the ARR (1) calculates the
expected value from each action, conditioned on that expected play, and takes a softmax
over those payoffs.

Õ
© Õ R
ª
ARR (1) = softmax λ
U1,j · ARC (0)j , . . . , λ
UmRR ,j · ARC (0)j ®
j
« j
¬
Higher-level action response layers form its beliefs about the other player by taking a
weighted average of the lower layers and respond in the same fashion.

1.5.3.

Output layer

The output layer takes a weighted average of the row player’s action response layers. This
is the final predicted distribution of play for the row player.

1.5.4.

Cognitive costs

When the deep heuristic is optimized with respect to received payoff, the cognitive cost
comes from two features of the network. Firstly, there is an assumed fixed cost associated with simulating, so the higher proportion is given to ARR (1), the higher that cost.
Secondly, it is assumed that more exact predictions are more cognitively costly. The second cognitive cost is thus proportional to the reciprocal of the entropy of the resulting
prediction.

1.5.5.

Results

By applying the same estimation method to the deep heuristics as we did to the metaheuristics, we can test if hypotheses 3 and 4 also hold for a completely different specification of
the space of heuristics and cognitive costs. In Figure 1.7, we see that Hypothesis 3 holds
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for this specification as well. We also see that the predictive performance of the optimal
heuristic is close to the fitted heuristic, given optimized cognitive costs.

Figure 1.7: Testing of hypothesis 3 for the deep heuristics. Each panel shows the relative
prediction loss of the held-out test data for one treatment (competing interest vs common
interest). Models are fitted or optimized to either the competing interest training games
or the common interest training games. The error bars show 95% confidence interval. The
dotted line corresponds to uniformed random guess, which assigns each action the same
probability in each game.
We can also test Hypothesis 4 in the same way by looking at the expected payoff
from the two different deep heuristics fitted to the behavior of the populations in the two
different treatments, and see that this also holds for the deep heuristics.
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Figure 1.8: Testing of hypothesis 4 using the deep heuristics. Each panel shows the relative
prediction loss of the held-out test data for one treatment (competing vs common interest).
Models are fitted or optimized to either the competing interest training games or the
common interest training games. The error bars show a 95% confidence interval.

1.6.

Alternative Models

In the previous sections we have seen that rational use of heuristics can explain and predict
behavior in one-shot games, and that this is a result we can reproduce with two very
different specifications of the space of heuristics. To further show the appropriateness
of the chosen spaces of heuristics, and the strength of the predictions, we consider two
alternative models of behavior: quantal cognitive hierarchy and prosocial preferences.
Quantal Cognitive Hierarchy. In previous comparisons, variations of cognitive
hierarchy models are usually the best performing, Camerer et al. (2004) and Wright and
Leyton-Brown (2017). In such a model, we consider agents of different cognitive levels. In
the quantal cognitive hierarchy model we consider here, a level-0 agent plays the uniformly
random strategy, playing each action with an equal probability. Level-1 plays a quantal
best response to a level-0, and a level-2 player best responds to a combination of level-0
and level-1. In total this model has 4 parameters, the share of level-0 and level-1 players
(and thus also the share of level-2), the sensitivity λ1 of level-1 players and the sensitivity
λ2 of level-2 players.
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Prosocial preferences. In the comparison games where we see that the difference
in behavior could potentially be explained by simply having correct and differing beliefs
and potentially some kind of pro-social preferences. Since the populations behavior differ,
one possible explanation to observed differences in behavior might simply be that the
two populations "coordinate" on different norms without necessarily relying explicitly on
optimal heuristics. We therefore test a model with noisy best reply to the correct beliefs
with a prosocial utility function. The prosocial utility function we consider is
ui (si , s−i ) = (1 − αs − βr) × πi (si , s−i ) + (αs + βr) × π−i (si , s−i )
where s indicates if πi (si , s−i ) < π−i (si , s−i ) and r indicates if πi (si , s−i ) > π−i (si , s−i ). In
other words α determines how much player i values the payoff of player −i when i gains
less, and β how much player i values the payoff of player −i when i gain more.
In Figure 1.9 we compare the out of sample predictive performance of these two
alternative models and our two suggested specifications for the space of heuristics. While
the alternative models are only estimated by fitting the parameters to match behavior, we
also include the optimized versions of our two specifications.

Figure 1.9: Out of sample relative prediction loss for alternative models of behavior. All
the models are estimated on the training games of the same environment as the test games.
The error bars show a 95% confidence interval.
For the common interest games, it is clear that both the fitted and optimized versions
of our models outperform both the quantal cognitive hierarchy model (QCH) and noisy
best response with prosocial preferences (Prosociality). On the competing interest games,
the model with prosociality is still clearly performing worst, but the QCH model is
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closer in performance to our models. The fitted versions of our models are still better,
but the QCH is on par with the optimized versions of our models. This is perhaps not
surprising, since the estimated metaheuristic in this treatment is closer to a QCH model
than the estimated metaheuristic in the common interest treatment. Taken together, it is
clear that our proposed models are better at predicting behavior than alternative models.
Furthermore, the rational use of heuristics is better at predicting behavior than the current
best performing model from the literature (QCH).
We also see clearly in figure 1.9 that the predictive performance of our metaheuristics
and deep heuristics is very close, even though the deep heuristics encapsulates a much
larger space of heuristics. This suggests that we manage to capture the relevant heuristics
with our specification of the metaheuristics.

1.7.

Discussion

In the theory presented, we combine two perspectives. On the one hand, we assume that
people use simple cognitive process, working directly on the level of the payoff information,
to choose actions which are often inconsistent with rational behavior in any give game.
On the other hand, we don’t assume that the specific heuristics used are predetermined
or insensitive to incentives. On the contrary, we assume that the specific heuristics people
use are chosen according to a resource-rational analysis such that they strike an optimal
balance between expected payoffs and cognitive costs. We have seen that by combining
these two perspectives, we can get better predictions of behavior and understand the
influence of the larger environment on the behavior in a given game.
This approach gives a lens through which we can understand the connection between
classical rational models of behavior and more behavioral approaches. More generally, it
can help us predict the when we should expect behavior to coincide with rational behavior
and when we might see systematic deviations from a rational benchmark. If the considered
decision situation is such that there exists a simple heuristic which coincides with the
optimal behavior, and this heuristic is good in the general environment, we can expect
behavior to appear rational. If there is no simple heuristic that leads to optimal behavior
in an environment, or if the situation differs from the general environment in such a
way that the usually optimal heuristic is performing poorly, we should expect consistent
deviations from the rational benchmark. The comparison games illustrate an important
consequence of the optimal use of heuristics. The optimal heuristic will focus on the
features of the games that are often of importance, but miss opportunities that are rare.
So a person used to common interest games might miss the beneficial deviations from the
efficient outcome, while persons used to a competing interest games fail to see and take
advantage of a common interest.
Our findings relate to those of Peysakhovich and Rand (2016), where varying the
sustainability of cooperation in an initial session of repeated prisoner’s dilemma affected
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how much pro-social behavior and trust was shown in later games, including one-shot
prisoner’s dilemma. Our results provide a qualitative replication of this idea. In particular,
we found that putting people in an environment in which pro-social heuristics (such as
jointmax) perform well led them to choose pro-social actions in the comparison games,
in some cases, even selecting dominated options. In contrast, putting people in an environment where pro-social actions often result in low payoffs prevented people from
achieving efficient outcomes, even when they were Nash Equilibria. Consistent with our
theory, the authors interpreted their findings as the result of heuristic decision making.
We build on this intuitively appealing notion by specifying a formal model of heuristics
in one-shot games that makes quantitative predictions. We also emphasize the influence
of cognitive costs (in addition to payoffs) on the heuristics people use.
Lastly, a point relating to the larger literature. In our theory, the generalization
between games happens on the level of reasoning; the individuals are not learning which
actions are good, but rather how they should reason when choosing an action. This
contrasts with theories where the generalization happens on the level of actions, as in
Jehiel (2005) or Grimm and Mengel (2012). Furthermore, since our games are randomly
generated, no such action learning should take place or alter behavior systematically in
our experiment.

1.8.

Conclusion

We have proposed a theory of human behavior in one-shot normal form games based on
the resource-rational use of heuristics. According to this theory, people select their actions
using simple cognitive heuristics that flexibly and selectively process payoff information;
the heuristics people choose to use are ones that strike an optimal tradeoff between payoffs
and cognitive cost.
In a large preregistered experiment, we confirmed one of the primary qualitative
predictions of the theory: people learn what heuristics are resource-rational in a given
environment, and thus their recent experience affects the choices they make. In particular,
we found that placing participants in environments with common (vs. competing) interests leads them to select the most efficient (or least efficient) equilibrium in a weak link
game and to cooperate (or defect) in prisoner’s dilemma.
Furthermore, we found that our theory provides a strong quantitative account of
our participants’ behavior, making more accurate out-of-sample predictions than both
the quantal cognitive hierarchy model and a model with prosocial preferences and noisy
best response. Strikingly, we found that a resource-rational model, in which behavior in
both treatments is predicted using a single set of fitted cost parameters (with the heuristic
parameters set to optimize the resultant payoff-cost tradeoff), achieved nearly the same
accuracy as the fully-parameterized model, in which the heuristic parameters are fit directly
and separately to behavior in each treatment. Coupled with the overall high predictive
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accuracy of the model, this provides strong evidence in support of the theory that people
use heuristics that optimally trade off between payoff and cognitive costs. In a followup
analysis, we found similar results using an entirely different neural-network-based family
of heuristics, indicating that these findings are robust to the parameterization of the
heuristics.
From a wider perspective, our model speaks to a decades-long debate on the rationality of human decision making. With classical models based on optimization and utility
maximization failing to capture systematic patterns in human choice behavior, recent
models instead emphasize our systematic biases, suggesting that we rely on simple and
error-prone heuristics to make decisions. In this paper, we hope to have offered a synthesis
of these two perspectives, by treating heuristics as things that can themselves be optimized
in a utility-maximization framework. We hope that this approach will be valuable in
working towards a more unified understanding of economic decision making.

1.A Appendix
1.A.1.

Instructions for the experiment

Figure 1.10: The instructions one the first page when a participant joins the experiment.
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Figure 1.11: The participants have to complete three questions like this in a row in order to
be allowed to participate in the experiment.

Figure 1.12: In each round, the participant chose a row by clicking on it. Once it is clicked
it is highlighted and they have to click the next button to proceed.
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Figure 1.13: Once the behavior of the matched participant, either by her making a decision
or by sampling from previous decisions in the game from the same population, the result
is shown.

1.A.2.

Pairwise Tests

For hypotheses 3 and 4 we can test significance with pairwise tests. For each of the games
in the test set, we compare the difference in either prediction loss or payoff between the
relevant models. For each game we get two observations, one for each role. For each of
these comparisons we perform both a t-test and a non-parametric, Wilcox rank test. As
can bee seen in the tables below, all of theses tests are significant.
Model
Metaheuristics
Metaheuristics
Metaheuristics
Metaheuristics
Deep heuristics
Deep heuristics
Deep heuristics
Deep heuristics

Test set
Competing
Competing
Common
Common
Competing
Competing
Common
Common

Estimation
Fitted
Optimized
Fitted
Optimized
Fitted
Optimized
Fitted
Optimized

Difference
-0.052
-0.074
-0.073
-0.145
-0.136
-0.204
-0.124
-0.115

T-test
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001

Wilcox
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001

Table 1.7: Pairwise tests for differences in prediction loss on the test sets between the
model estimated on training data from the same and environment and the and the model
estimated on the training data from the different environment. The prediction loss is
lower for the model estimated on training data from the same environment for all pairs.
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Model
Metaheuristics
Metaheuristics
Metaheuristics
Metaheuristics
Deep heuristics
Deep heuristics
Deep heuristics
Deep heuristics

Test set
Competing
Competing
Common
Common
Competing
Competing
Common
Common

Estimation
Fitted
Optimized
Fitted
Optimized
Fitted
Optimized
Fitted
Optimized

Difference
-0.043
-0.275
-0.180
-0.207
-0.301
-0.372
-0.249
-0.362

T-test
p = 0.002
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001

Wilcox
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001
p < 0.001

Table 1.8: Pairwise tests for differences in regret on the test sets between the model estimated
on training data from the same and environment and the model estimated on the training
data from the different environment. Regret is lower for the model estimated on training
data from the same environment for all pairs.
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Chapter 2
Predicting Average Cooperation in
Repeated Prisoner’s Dilemma
Drew Fudenberg1 and Gustav Karreskog2

Abstract
We predict cooperation rates across treatments in the experimental play of the indefinitely
repeated prisoner’s dilemma using simulations of a simple learning model. We suppose
that learning and the game parameters only influence play in the initial round of each
supergame. Using data from 17 papers, we find that our model predicts out-of-sample
cooperation at least as well as more complicated models with more parameters and machine
learning algorithms. Our results let us predict how cooperation rates change with longer
experimental sessions, and explain and sharpen past findings on the role of strategic
uncertainty.
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Introduction

Determining when and how people overcome short-run incentives to behave cooperatively
is a key issue in the social sciences. The theory of repeated games has determined which
factors allow cooperation as an equilibrium outcome, but since these games typically also
have equilibria where people do not cooperate, equilibrium theory on its own is not a
useful way of making predictions about cooperation rates. Moreover, the assumption
that people play the most cooperative equilibrium possible, which is often used in applications, is a very poor fit for observed behavior in the laboratory. It is therefore important
both for policy decisions and the development of more useful theories to have a better
understanding of how cooperation rates in experimental play of repeated games depend
on their parameters.
To that end, we treat the relation between cooperation rates in the experimental
play of the prisoner’s dilemma and its exogenous parameters as a prediction problem.
We formulate and evaluate a very simple model of reinforcement learning, where all that
varies with treatment or personal experience is the probability of cooperating in the first
round of a new match. After these initial rounds, play depends only on the outcome
of the previous round: If both players cooperated they keep cooperating, if they both
defected they keep defecting, and if they mismatch, i.e., one player cooperated and one
defected, they both cooperate with roughly 1/3 probability.
In our learning model, the way that people play in the first round of their very
first supergame depends on a composite parameter ΔRD that captures some of the effect
of strategic uncertainty. This parameter is defined as the difference between the actual
discount factor of the game and the discount factor that makes players indifferent between
the strategies Grim and Always Defect on the assumption that everyone in the population
uses one these strategies, and moreover, that exactly half of the population uses each one.
(This is not meant as a realistic assumption, but is simply an explanation of how the
ΔRD is defined.) The initial choices in a supergame and the fixed strategy in subsequent
rounds of the supergame determine the payoffs in that supergame. Initial-round play in
following supergames depends on ΔRD and on the overall payoffs the player received in
past supergames for each initial-round action.
To make predictions with the model, we use simulations of play, and not endogenous
data such as the actions played and the payoffs received. We find the parameters that best
fit the time-paths of cooperation on our training sets, and evaluate the predictions the
parameters generate on test sets. Using data from the 103 experimental sessions gathered
in Dal Bó and Fréchette (2018) as well as 58 sessions in papers published since then, we find
that the learning model generates more accurate predictions of both average cooperation
and the time path of cooperation in a session better than any of the black-box methods
we consider, or alternative learning models based on pure strategies. Moreover we find
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that allowing for heterogeneous agents, or a more complex learning model with learning
at all memory-1 histories, gives no noticeable improvements.
The learning model also allows us to predict what would happen in longer experimental sessions. Here we find that even in the very long run, high rates of cooperation
are predicted only when its benefit is high compared to its risk. For intermediate values,
substantial shares of initial round cooperators and initial round defectors coexist in the
population.
To further evaluate our learning model, we then consider the problem of predicting
the next action that a participant will play, which is closely related to the commonlystudied task of identifying the strategies used by the participants. We find that the naive
rule that a player’s next action will be the same as their previous one predicts quite well,
and that our learning model predicts almost as well as more complicated models. However,
in contrast to our primary prediction problems, allowing for a mixture of a few different
types does improve predictions of the next action taken.
As we detail in Section 2.3, past work has already found evidence that most players use
memory-1 strategies and that overall cooperation rates depend on ΔRD . In our preliminary
data analysis, we sharpen the latter conclusion by finding that cooperation tends to
increase over the course of a session when ΔRD > 0.15, and to decrease when ΔRD < 0.
Our learning model predicts this pattern, which suggests that the reason for the observed
impact of the composite parameter ΔRD is its effect on the reinforcement of cooperation
in the initial round of each supergame. Moreover, according to our model, the direct
effect of game parameters on cooperation rates is much smaller than their indirect effect
through learning. As a consequence, participants in a session can behave differently even
if they follow the same learning model.
This simple learning model does not use individual characteristics as data, so there
are regularities it cannot capture. Indeed, Proto et al. (2019) show that intelligence, and to
a lesser extent, other personality traits, affect how people play infinitely repeated games.
However, the learning model is parsimonious and portable, and predicts average cooperation and its time path well.

2.2.

Preliminaries

In the experiments we analyze, participants played a sequence of repeated prisoner’s
dilemma games with perfect monitoring.3 The game parameters were held fixed within
each session, so each participant only played one version of the repeated game. The
treatments all had randomly chosen partners and a random stopping time, so the discount
factor δ corresponds to the probability that the current repeated game ends at the end of
3 There are many more experiments on this case than on the prisoner’s dilemma with implementation errors

or imperfect monitoring.
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the current round. (We will refer to the “rounds” of a given repeated game, and call each
repeated game a new “supergame.”)
We represent the prisoner’s dilemma with the following strategic form, where g, l > 0
and g < l + 1. Here g measures the gain to defection when one’s opponent cooperates, l
measures the gain to defection when one’s opponent defects, and g < l + 1 implies that
the efficient outcome is (C, C).

C
D

C
1, 1
1 + g, −l

D
−l, 1 + g
0, 0

Figure 2.1: The Prisoner’s Dilemma
Standard arguments show that “Cooperate every round” is the outcome of a subgameperfect equilibrium if and only if it is a subgame-perfect equilibrium (SPE) for both players
to use the strategy “Grim”: Play C in the first round and then play C iff no one has ever
played D in the past. This profile is a SPE iff
1 ≥ (1 − δ) (1 + g) ⇐⇒ δ ≥ g/(1 + g) ⇐⇒ δ ≥ δ SPE .
Note that the loss l incurred to (C, D) does not enter in to this equation, because the
incentive constraints for equilibrium assume that each player is certain their opponent
uses their conjectured equilibrium strategy.
Applied theoretical work on repeated games often assumes that players will cooperate
whenever cooperation can be supported by an equilibrium,4 but this hypothesis has little
experimental support. Instead, the level of cooperation in repeated game experiments
can be better predicted by measures that reflect uncertainty about the opponents’ play.
In particular, Grim is risk dominant in a 2x2 matrix game with the strategies Grim and
Always Defect iff
δ ≥ (g + l)/(1 + g + l) ≡ δ RD .
The composite parameter referred to above is the difference between the actual discount
factor and this threshold:
ΔRD =: δ − δ RD = δ − (g + l)/(1 + g + l).
Inspired by previous work and descriptive evidence we present later, we develop a very
simple model that assumes all individuals use memory-1 strategies, and moreover that
these strategies differ across treatments and supergames only with respect to play in the
initial round of each supergame. We assume that the probability of cooperation in the
4 See e.g. Rotemberg and Saloner (1986), Athey and Bagwell (2001), and Harrington (2017).

PREDICTING AVERAGE COOPERATION

51

initial round of each supergame s, pinitial
(s), depends on the game parameters and the
i
effect of individual experience ei (s) according to
pinitial
(s) =
i

1
.
1 + exp −(α + β · ΔRD + ei (s))

(2.1)

Thus initial behavior is driven by two components: a direct effect of game parameters,
captured by the linear function α + β · ΔRD , and the effect of reinforcement learning,
captured by individual experience ei (s).
To model learning, we suppose that after each supergame s, ei (s) is updated according
to
ei (s) = λ · ai (s − 1) · Vi (s − 1) + ei (s − 1),
(2.2)
where ai (s) ∈ {−1, 1} is the action taken, Vi (s) is the total payoff received in supergame
s, λ determines the strength of the learning, and ei (1) = 0.5 Thus, reinforcement of
cooperation or defection in the initial round depends on the resulting supergame payoffs,
while the direct influence of ΔRD is constant across supergames.
We assume that behavior at non-initial rounds follows a memory-1 mixed strategy
that is constant across individuals, treatments, and time. Let h ∈ {CC, DC, CD, DD}
denote a memory-1 history, and let σh be the probability of cooperation at one of these
histories. Following Breitmoser (2015), we assume these correspond to a “semi-grim”
strategy, i.e. that σCC > σDC = σCD > σDD . (In section 2.5.4 we relax this assumption and
consider multiple extensions, but this does not improve predictions.) In total, our model
has 6 parameters, (α, β, λ, σCC , σCD/DC , σDD ). We call this “IRL-SG” for “the initial-round
learning with semi-grim strategies model."
Importantly, in our main analysis we do not make predictions based on the actual
payoffs that participants received, but rather on simulations that suppose all participants
used learning rules of the form (1) and (2). (We do use the actual payoffs when we turn to
the problem of predicting the next action a given participant will play.)

2.3.

Prior Work

Chassang (2010), Blonski, Ockenfels, et al. (2011), and Blonski and Spagnolo (2015) provide
theoretical arguments for why cooperation is more likely when ΔRD > 0.6 Blonski,
5 We also tried an alternative specification where learning responds to the average payoff in a supergame in-

stead of the total, but it performed less well. This suggests that learning between supergames is stronger
when the supergames are longer.
6 Blonski, Ockenfels, et al. (2011) derives ΔRD from axioms on a functional form specification of when cooperation occurs, and Blonski and Spagnolo (2015) argues that cooperation should never be expected when
ΔRD < 0. Chassang (2010) show that the risk dominance threshold characterizes the limits of equilibria
of incomplete-information repeated games with an exit option, where players have uncertainty about their
opponent’s actions but not their strategy.
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Ockenfels, et al. (2011), Rand and Nowak (2013), and Blonski and Spagnolo (2015) show
that the average cooperation rates in a session are increasing in ΔRD . Dal Bó and Fréchette
(2018) shows that the sign of ΔRD is much more correlated with high cooperation rates
than is the sign of (δ − δ SPE ).7
Several papers estimate the strategies used by participants on the assumption that
each participant uses a fixed strategy either in the entire session or in the latter part of
it. The papers that assume participants use pure strategies consistently find that most of
the behavior can be captured by the strategies AllD (Always Defect), TFT (Play C in the
initial round of a supergame, and thereafter play the action your partner played in the
previous round), Grim (Play C in the initial round and thereafter play D if either partner
has ever defected), and for lower values of ΔRD , D-TFT (play D in the initial round and
thereafter play what your partner played in the previous round).8
More recent studies find evidence for the use of constant memory-1 mixed strategies.
Breitmoser (2015) finds that strategies of the form “semi-grim” better fit play after the initial
round than pure strategies do. These strategies are defined by σCC > σCD = σDC > σDD .
Backhaus and Breitmoser (2018) follows up on this analysis by more carefully considering
alternative models and behavior in the initial round. The authors argue that a combination
of AllD and semi-grim, with the mixture estimated treatment by treatment, best fits
behavior, and that only initial round behavior responds to incentives.9
Dal Bó (2005) and subsequent work shows that behavior changes between the first
and last supergame in a session. Moreover, Dal Bó and Fréchette (2011) argues that δ has
no apparent effect on behavior in the first supergame, but a substantial impact on later
supergames. Similarly, the difference between treatments increases over time, with average
cooperation going down in games where no cooperative SPE exist, and going up in games
where ΔRD is high.
A common explanation for the observed time trends is that participants learn from
feedback over the course of a session, and choose their supergame strategies based on
outcomes in the previous supergames. Dal Bó and Fréchette (2011) considers a simple
belief learning model involving only TFT and AllD.10
(1−δ)l
RD .
1−(1−δ) (1+g−l) as a regressor; it is very correlated with Δ
8 See for example Dal Bó and Fréchette (2011, 2018) and Fudenberg, Rand, et al. (2012). Romero and Rosokha

7 Dal Bó and Fréchette (2011) uses

(2018) and Dal Bó and Fréchette (2019) elicit pure strategies from the participants, and also find that a small
set of memory-1 strategies captures most of the strategies used. Fudenberg, Rand, et al. (2012) shows that
longer memories are used when the intended actions are implemented with noise and only the realized
actions are observed.
9 Romero and Rosokha (2019) elicits memory-1 mixed strategies and finds that a mixture of elicited mixed
and pure strategies matches behavior better than pure strategies. In their data, σCD = .45, σDC = .35, and
they reject semi-grim’s restriction that σCD = σDC ; in our larger data set σCD = .31, σDC = .33.
10 Erev and Roth (2001), Hanaki et al. (2005) and Ioannou and Romero (2014) study learning within supergames.
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The literature also establishes two other empirical regularities that are related to
learning. First, cooperation increases when the realized supergame lengths are longer than
expected, and decreases when they are shorter than expected. Engle-Warnick and Slonim
(2006) and Dal Bó and Fréchette (2011, 2018) find that cooperation in the initial round
increases if the previous supergame was longer than expected, and Mengel et al. (2021)
finds that this effect is persistent: cooperation later in a session is higher when the early
supergames are longer than expected. Second, Dal Bó and Fréchette (2011, 2018) find that
initial-round cooperation is higher if the player’s partner cooperated in the first round of
the previous supergame. These two effects point to a model where some form of learning
or reinforcement drives play in the initial rounds.
The larger literature on learning in game theory experiments has been focused on
one-shot games, for example in (Camerer and Ho, 1999; Cheung and Friedman, 1997;
Erev and Roth, 1998), and has not emphasized the issue of out-of-sample prediction.
Fudenberg and Liang (2019) and Wright and Leyton-Brown (2017) study ways to predict
initial play in matrix games, but don’t consider learning.

2.4.

Summary of the data

We analyze the data from the meta-analysis in Dal Bó and Fréchette (2018), who included
experiments on the repeated prisoner’s dilemma with perfect monitoring, deterministic
payoffs, and constant parameters within a session from papers that were published before
2014, using only the treatments with δ > 0. We augment this data with data from sessions
that match these criteria from four papers published since then, (Aoyagi et al. (2019),
Dal Bó and Fréchette (2019), Honhon and Hyndman (2020), and Proto et al. (2019)),
which increases the number of observations by approximately 60%. Our resulting data
set contains observations from 17 papers, 28 different treatments,11 and 161 incentivized
experimental laboratory sessions, containing 2,612 distinct participants and 232,298 individual choices. Here we highlight some aspects of the data that are of particular relevance
to our work.
The discount factors ranged from 0.125 to 0.95. In 20 of the sessions, δ < δ SPE , so no
cooperation can occur in a subgame perfect equilibrium. In 28 sessions, cooperation can
be supported by a SPE, i.e. δ > δ SPE , but δ < δ RD , so cooperation is not risk dominant in
the sense of Blonski, Ockenfels, et al. (2011). In the remaining 113 sessions, δ > δ RD .
The average rate of cooperation over all sessions was 44.1%. It was 10.5% for games
where δ < δ SPE , 18.6% for δ SPE < δ < δ RD , and and 53.6% for δ > δ RD .
Table 2.1 shows average play after the different memory-1 histories, and the histories’
frequencies. We see that the CD and DC histories are only a small subset of observations,
11 Following Dal Bó and Fréchette (2018),we consider experiments in different labs to be the same treatment if

they had the same normalized parameters. The total number of unique paper and parameter combinations
is 47.
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roughly 15% combined. Furthermore, we see that the average behavior is close to the
semi-grim memory-1 mixed strategy from Breitmoser (2015), with the difference that the
probability of cooperation is slightly higher after DC, than CD.
Table 2.1: Average cooperation rate after different memory-1 histories.
History
CC
CD
DC
DD
initial
Total

Avg C
96.6%
30.6%
33.2%
5.2%
47.1%
44.1%

N
59,435
16,705
16,707
74,621
64,830
232,298

To visualize how behavior differs depending on ΔRD , we put the sessions into five
groups: δ < δ SPE , δ SPE < δ < δ RD , 0 < ΔRD < 0.15, 0.15 < ΔRD < 0.3, and 0.3 < ΔRD .
Here the first 2 groups were motivated by theory, while the subdivision of the
treatments with ΔRD > 0 was based on the data. The thresholds and relative frequencies
of ΔRD can be seen in figure 2.2.

Figure 2.2: Distribution of ΔRD for δ > δ SPE
Figure 2.3 shows the evolution of cooperation during the first 10 supergames, restricted to sessions of at least 10 supergames (134 of 161), and in figure 2.4 the first 20
supergames restricted to the sessions that included at least 20 supergames (93 of 161).
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Figure 2.3: Cooperation in the initial round over the 10 first supergames.

Figure 2.4: Cooperation in the initial round over the 20 first supergames.
The average rate of cooperation in the initial round of the supergames differs across
the treatment groups. For ΔRD > 0.15 cooperation rates increase over the course of a
session while for ΔRD < 0 they decrease. For sessions where cooperation is only marginally
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risk dominant, 0 < ΔRD < 0.15, cooperation rates remain roughly constant at around
50%.
As we see in Online Appendix 2.B.1, this pattern is much less sharp after the other
memory-1 histories. This suggests that the differences in average cooperation across treatments is primarily driven by differences in the behavior at the initial round. As a further
illustration of this, we look at the average cooperation in the non-initial rounds of the
supergames. For each participant and supergame that lasted at least two rounds, we let the
outcome variable be the average cooperation by that participant in the non-initial rounds.
As reported in table 2.14 of the Online Appendix, we then consider three different regressions. In the first we only condition on the outcome of the initial round, in the second
we add the game parameters (g, l, δ, and ΔRD ), and in the last we remove the outcome
of the initial round. The difference in R2 between the first and second regression is less
than 0.01, while the third regression has a much lower R2 . Doing the same regressions
but with second round average cooperation as the outcome does not change the picture.
Summing up, the outcome of the initial round is highly predictive of the cooperation
in the rest of the supergame, and taking into account the game parameters does not
substantially improve these predictions. Similarly, we will find that the fit of our simple
learning model is not improved by allowing the cooperation probabilities at non-initial
histories to depend on game parameters. We find this somewhat surprising, but do not
have a good explanation.12 It is possible that the reason the game parameters seem to only
matter in the initial rounds is somehow driven by selection or interaction effects that we
fail to correct for, or that adding an additional, non-linear function of game parameters to
ΔRD would improve predictions, but none of these possibilities seem likely to eliminate
the striking impact of initial play.

2.5.

Predicting Cooperation

Our goal in this paper is to develop models that can successfully predict cooperation levels
in repeated game experiments. We evaluate models based on their estimated out-of-sample
predictive performance as measured by cross-validated mean squared error (MSE). Using
cross-validation helps prevent overfitting, and makes sure that the regularities we find
actually improve predictions. In general, out-of-sample predictions will favor models that
rely on stable predictors and do not overfit the data, and such models are typically simpler
than those that give the best in-sample fit.
In addition, using out-of-sample prediction error as the benchmark makes it easy
for us to compare models of different complexities, because the out-of-sample prediction
criterion endogenously penalizes models that are too complex. We also report the relative
12 Backhaus

and Breitmoser (2018) also find that play after the initial round is relatively insensitive to the
game parameters.
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improvement of the models compared to a constant prediction benchmark, in order to
get a better sense of how big the differences are.13

2.5.1.

Predicting Cooperation with Learning

To make predictions with the IRL-SG and with more general variants of it that we discuss
later, we simulate populations playing the different sessions assuming they behave as the
model specifies. We make predictions using only the game parameters and the sequence of
supergame lengths. In particular, we use the simulations to generate the experience levels
ei , and do not use data on the payoffs that people actually received in the sessions. We
initialize a large population of individuals, all with ei (1) = 0. For a given specification of
parameters of the learning model, we randomly match these simulated individuals to play
a sequence of supergames. After each supergame, the individual experiences are updated
according to equation (2.2), using the simulated values. The simulated individuals are
then randomly re-matched and play the second supergame for the number of rounds it was
played in the experimental session. So it continues until we have simulated a population
playing exactly the same sequence of supergames as in the experimental session, updating
the ei (s) after each supergame.
Once we have simulated a population, we can calculate either average cooperation or
the time-path of cooperation, that is the percentage of participants who cooperate in each
round 1, 2, ... of any supergame in a given treatment. We use the simulations as predictions,
and compute the approximate prediction losses and associated standard errors.
We estimate the learning models based on the time path of cooperation, even when
predicting average cooperation. That is, we find the parameters that best predict the
time-path of cooperation in the training set, and use those parameters to predict both the
average cooperation and the time path of cooperation in the test sets. This way, we use
more of the data to estimate the model.
Appendix 2.A.1 gives a detailed description of the numerical process. In Online
Appendix 2.B.4 we evaluate this estimation procedure on data simulated under different
assumptions about how people actually behave, and confirm that it should work.
Our main learning model, presented earlier in equations (2.1) and (2.2), assumes all
agents use the same learning rule, which is an oversimplification. In particular, past work
has shown that in most experiments there is a non-negligible share of people who defect
all or almost all of the time. As we show in section 2.7, adding a share of such individuals
improves the prediction of the next action played, but as it does not improve predictions
of the overall average cooperation rates, we do not include them in the estimates we report
here.
13 This use of a simple prediction rule as a benchmark is inspired by the completeness measure of (Fudenberg,

Kleinberg, et al., 2021) but we do not have enough data to estimate the problem’s irreducible error as the
completeness measure requires.

58

DOING THE BEST WE CAN

The restriction to memory-1 strategies is motivated by past work and also by our
machine learning analysis in Section 2.7. The assumption that play across treatments is
the same except in the initial rounds is motivated by the descriptive statistics.We relax the
assumption of fixed behavior at non-initial histories in section 2.5.4, which considers a
more richly-parameterized model that lets play at these histories depend on ΔRD . We also
consider a model that extends learning to non-initial histories. Neither of these extensions
improve predictions.

2.5.2.

Results

We now compare the performance of IRL-SG to that of OLS, Lasso, and Gradient Boosting Trees (GBT). When we use machine learning to predict the average cooperation level
in a session, each session is a single data point. The feature set consists of ΔRD , the game
parameters (g, l, δ), the total number of rounds played in the session, the number of
supergames played in the session, the sequence of supergame lengths, an indicator variable
for whether ΔRD > 0, the difference between expected and realized supergame lengths in
the first third of the session, the total difference between expected and realized supergame
lengths, and some interaction terms.14
When we predict the time path of cooperation, a data point is the average (across
participants) cooperation level of each round of each supergame in a session; this gives a
total of 15,598 data points, though the data within each session is highly correlated. For
the feature set of the time path, we add an indicator for the initial round, the round
number, and the supergame number, along with some interaction terms. We replace the
features about realized supergame lengths with the cumulative difference in expected and
realized supergame lengths, and the difference between expected and realized length of
the previous supergame.
Table 2.2 shows the out-of-sample prediction errors for average cooperation for the
IRL-SG as well as for Lasso (which was the best performing atheoretical predictor here)
and OLS. We see that our learning model is in fact better than the atheoretical prediction
algorithms given the features we let the algorithms use. We also see that a linear function
of ΔRD is a good predictor of behavior. We will return to question of the relationship of
ΔRD and average cooperation in subsection 2.5.3.

14 In contrast to when we make predictions with learning models, we here directly predict average coopera-

tion. The alternative method of training the ML algorithms on time paths, and using time path predictions
to predict average cooperation, yields very similar but slightly worse results.
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Model

Avg C MSE

S.E.

Relative Improvement

Constant
OLS on ΔRD
Lasso

0.0517
0.0189
0.0145

(0.0011)
(0.0006)
(0.0005)

0%
63.44%
71.95%

IRL-SG

0.0139

(0.0005)

73.11%
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Table 2.2: Out-of-sample prediction MSE for average cooperation
To estimate the out-of-sample prediction errors, we use 10-fold cross validation: We
divide the sessions into 10 different folds, with data split on the level of the session, so
each observation is predicted using only data from other sessions. For each fold, we use
the other nine folds as a training set to estimate the parameters, and make predictions on
the test fold using those parameters.15 To estimate the standard errors of the estimated
mean squared error (MSE), we do 10 different such cross validations, leading to a total of
100 MSEs estimated on different folds. Using these 100 different values, we estimate the
standard errors of the out-of-sample MSE prediction error. By using the same folds for all
models we can perform pairwise comparisons. Pairwise tests are presented in appendix
section 2.A.4. According to those pairwise tests, our learning model is indeed significantly
better than the atheoretical prediction algorithms.16
At first glance, it might seem surprising that our learning model outperforms the
ML algorithms. Part of the explanation is that the data set is relatively small by machine
learning standards. In addition, IRL-SG is better able to incorporate the effect of the
realized supergame lengths, as can be seen by what happens when we redo the estimations
without using the realized supergame lengths as data. This increases the out-of-sample
MSE for both the learning model and the best performing ML algorithm to 0.0158.
Not only is IRL-SG better than the alternatives at predicting average cooperation in
a session, it is also better at predicting the time path of cooperation: We better predict not
only how much the participants cooperate on average, but how behavior evolves across
and within supergames.
In table 2.3 we see similar results for predicting the time-path of cooperation.

15 See, e.g., Hastie et al. (2009) for an explanation of cross validation.
16 The

same data is used to estimate the model multiple times, so there are no asymptotic guarantees that
these standard errors will match the true standard errors. We also consider non-parametric pairwise tests.
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Model

Time-path MSE

S.E.

Relative Improvement

Constant
OLS on ΔRD
GBT

0.0770
0.0399
0.0322

(0.0014)
(0.0007)
(0.0006)

0%
48.18%
58.18%

IRL-SG

0.0310

(0.0006)

59.74%

Table 2.3: Out-of-sample prediction loss for predicting the time-path of cooperation.
Figure 2.5 shows the out-of-sample predictions and actual values of cooperation in
the initial round of the first 20 supergames. (We plot the initial round to reduce the noise
introduced by changing supergame lengths.) To get the out-of-sample predictions, we use
a single 10-fold cross-validation split and then predict each session’s time path with the
parameters estimated without data from that session. The learning model predicts the
general pattern well, but it slightly underestimates the level of cooperation for intermediate
values of ΔRD .

Figure 2.5: Actual (solid line) and out-of-sample predicted (dashed line) initial-round
cooperation by supergame for sessions of at least 20 supergames .
The next table shows the average of the estimated parameters; the standard deviations
show how much theses parameter estimates vary between folds.
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Average
Standard Deviation
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α

β

λ

pCC

pCD/DC

pDD

-0.268
(0.061)

1.291
(0.160)

0.182
(0.036)

0.995
(0.002)

0.355
(0.026)

0.012
(0.006)

Table 2.4: Parameter estimates
From here on, when we analyze the behavior of the model and discuss parameter
values, we will be using these average estimates.
To interpret the parameter estimates, recall that experience is updated according to
ei (s) = λ · ai (s − 1) · Vi (s − 1) + ρi · ei (s − 1).
which then enters into the probability of initial round cooperation by
pinitial
(s) =
i

1
.
1 + exp −(α + β · ΔRD + ei (s))

The estimated α = −0.268 means that for ΔRD = 0, about 43.3% of participants
would cooperate in the first round of their first supergame. With ΔRD = 0.1, the probability of cooperation in the first supergame increases to 46.5%.
In contrast, λ = 0.182 implies a strong learning effect. As an example, consider the
case where g = l = 2 and δ = 0.8, so ΔRD = 0. If the first supergame an individual i plays
goes the expected 5 rounds and both partners cooperate all 5 rounds, then i’s probability
of cooperation pinitial
(2) goes from 43.3% to 65.6%. An individual j experiencing DC
i
in the first round and DD in the remaining 4 rounds gets payoff 3, which implies that
pinitial
(2) would go down to 30.6%.
j
To get a sense of the relative importance the model assigns to ΔRD and learning,
we compute the Shapley values of these terms in a decomposition of the variance of
predicted initial play in the last supergame. As we show in Appendix 2.A.3, this decomposition suggests that in the last supergame of each session, approximately 88% of the
variation between treatments is driven by learning and not the direct influence of the
game parameters.

2.5.3.

Understanding the Model

Our simple learning model is able to accurately predict average cooperation and the time
path of cooperation while holding fixed the strategies used in the non-initial rounds. The
model’s assumption that all individuals use the semi-grim strategy implies that higher rates
of initial cooperation lead to more cooperation in that supergame, and the reinforcementlearning component of the model implies that this will lead to more cooperation in
subsequent supergames.
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To better understand the success of our learning model, and why ΔRD is such a strong
predictor, we relate the supergame payoffs participants receive to their initial actions. For
each session ζ , let π(C) be the average supergame payoff received by participants who
cooperated in the initial round and define π(D) analogously. Figure 2.6 demonstrates the
correlation between π(C) − π(D) and ΔRD in the data.

Figure 2.6: Average empirical difference between total payoff in supergames where the
participant cooperated and defected. Each dot corresponds to one session.
For ΔRD < 0, defection is reinforced more strongly than cooperation in all but one
session. For positive but low values of ΔRD , the difference in reinforcement π(C) − π(D)
is centered around 0, so cooperating and defecting are on average equally reinforced. This
helps explain why we see no clear time trends in the sessions where 0 < ΔRD < 0.15.
Figure 2.7 displays the same analysis on simulated data, with 100 participants for each
session, playing the same sequence of supergame lengths as in the actual data.The payoff
difference has less variation due to the larger number of simulated participants than real
participants, but it follows the same pattern as in the actual data.
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Figure 2.7: Average simulated difference between total payoff in supergames where the
participant cooperated and defected. Each dot corresponds to one simulated session.
Even though π(C) − π(D) is correlated with ΔRD , our learning model makes better
predictions than using ΔRD directly. This suggests that the dynamics of our learning
model help capture some additional forces that determine cooperation, such as how many
supergames were played and their realized lengths.
Indeed, as we observed above, our model does make better use of the realized supergame lengths than our ML algorithms do. In particular, our model succeeds in replicating the empirical fact that there is more cooperation when the realized supergames
are longer. Intuitively, this is because regardless of the distribution of opponent play, the
potential reward from initially playing C is increasing in the realized supergame length,
as it comes from triggering many future rounds of where both play C, while the reward
from an initial D is obtained immediately.

2.5.4.

Comparison with Alternative Models

Here we want to answer two questions: Can we improve our model by adding more
parameters or by introducing heterogeneity? Would a different learning model perform
at least as well? In particular, can a model that learns to play different pure strategies can
at least match our model’s performance? .
Learning with a recency effect. To allow more recent supergames to have a larger
impact on behavior, we consider a model with experience weighted by recency. In that
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model, experience is updated according to ei (s) = λ · ai (s − 1) · Vi (s − 1) + ρ · ei (s − 1),
where ρ ∈ [0, 1] discounts previous experiences.
Parametric memory-1 behavior. Our main learning model assumes that all players
use a semi-grim mixed strategy. In in Learning with memory-1 we drop the semi-grim
requirement that σDC = σCD , increasing the total number of parameters to 7.
Flexible memory-1 behavior. In the next step, we allow these memory-1 behaviors
depend on ΔRD . This model we call Initial round learning with ﬂexible memory-1. In
this case we have
σh =

1
1+

exp(−(αh

+ βh · ΔRD ))

In total this model has 11 parameters, but allows for the possibility that people, for
example, cooperate more after a DC history if ΔRD is high.
Learning at all memory-1 histories. So far, we have restricted learning to the initial
round, and kept behavior at non-initial rounds constant, both across time and treatments.
We can extend the learning dynamic we have for the initial round to all memory-1 histories.
The “full learning” model tracks experience ei (h, t) at each memory-1 history h, where
t is now a time variable running over all rounds and all supergames. Experience at h is
only updated when h occurs, and when it does, experience is updated for the rest of the
supergame Vi (t) according to
(
λ · ai (t) · Vi (t − 1) + ρei (h, t)
if h(t) = h
ei (h, t + 1) =
ei (h, t)
if h(t) ≠ h
where h(t) is the memory-1 history at time t.
The probabilities of cooperation are updated at the beginning of each supergame,
and remain constant in its subsequent rounds. So the probability to cooperate at memory-1
history h is given by
(
1
if r(t) = 1
h h RD
pi (h, t) = 1+exp(−(α +β ·Δ +ei (h,t))
pi (h, t − 1) if r(t) > 1
where r(t) denotes the round at time t. This has the same number of parameters (11)
as the previous model. A last variation of this model allows for two different learning
rates: Learning in the initial round happens with λinitial , and learning for the memory-1
histories is reinforced with λmemory−1 .
Heterogeneous agents. We now consider a mixture extension of our learning
model to allow for heterogeneous agents. We assume that there are two different types
with different parameters, and one variable that determines the shares of the two types in
the population. In sample, the additional flexibility improves predictions. Out of sample,
however, there is at best a minor improvement.

PREDICTING AVERAGE COOPERATION

65

Pure strategy belief learning. The pure strategy belief learning model in Dal
Bó and Fréchette (2011) assumes that all participants follow either TFT or AllD. Each
participant has beliefs about how common TFT and AllD are in the population, which
they update based (only) on opponents’ moves in the initial rounds, and use to calculate the
expected values from playing TFT or AllD. Given these expected values, the participant’s
choice of whether to play TFT or AllD in the following supergame is given by a logistic best
reply function. We extend this model to allow for across-treatment prediction, increasing
the original 6 parameters to 8. We also consider a version of the pure strategy model with
symmetric implementation errors. A more complete description of the model can be
found in Online Appendix 2.B.2
Pure strategy reinforcement learning. In the pure strategy reinforcement learning model, we consider reinforcement learning over the pure strategies AllD, Grim, and
TFT. Each of the pure strategies k start with an initial attraction Ak (1). At the beginning
of each supergame s, the individual samples the pure strategy to use according to
pk (s) =

exp (λAk (s))
Õ
exp (λAl (s))
l∈ {TFT,AllD,Grim}

where pk (s) is the probability of using pure strategy k in supergame s, and λ denotes the
sensitivity. Let k(s) denote the pure strategy used in supergame s, then after supergame s,
the attraction of the pure strategy used is updated according to
(
Ak (s) + V (s)
if k(s) = k
Ak (s + 1) =
Ak (s)
otherwise.
The initial attractions are given by linear functions of ΔRD , i.e., Ak (1) = αk + βk ΔRD .
We then extend the model to allow for symmetric errors or “trembles” ε when
implementing a pure strategy. In other words, if an individual is following TFT and the
previous history is DC, the probability of cooperating is 1 − ε, instead of 1, and similarly
for other pure strategies and histories. In total this model has 7 (8) parameters without
(with) symmetric trembles.
Results In table 2.5 we see a comparison between some of the alternatives considered
in this subsection. Neither pure strategy model does as well as IRL-SG. Appendix 2.A.2
gives a complete table of these comparisons, and the results for the time-path prediction
problem, which show a similar relationship between the models.
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Model
Pure strategy belief learning w/ trembles
Pure strategy reinf. learning w/ trembles
Learning with memory-1
Learning at all h
IRL-SG
IRL-SG, two types

MSE

S.E.

Rel. Improvement

0.0191
0.0175
0.0140
0.0139
0.0139
0.0136

(0.0006)
(0.0006)
(0.0005)
(0.0005)
(0.0005)
(0.0005)

63.05%
66.15%
72.92%
73.11%
73.11%
73.69%

Table 2.5: Out-of-sample prediction loss (MSE) of average cooperation
Taken together, this suggests that our preferred, simple learning model captures most
of the predictable regularity in cooperation rates. Introducing heterogeneity improves
predictions at most marginally, as does learning or flexibility at non-initial rounds. If fact,
extending our model often seems to lead to slightly worse out-of-sample performance,
most likely due to overfitting. We also see that assuming pure strategy learning models
does not lead to good predictions.

2.6.

Extrapolating to Longer Experiments

Due to practical constraints, experiments on the PD are of limited duration, but as
researchers we are also interested in what would happen over a longer run. Our learning
model lets us make predictions of what would happen in experiments with a a longer time
horizon than those in our data set.

2.6.1.

Extrapolating within observed sessions

Before we turn to the implications of the learning model for long-run play, we want to test
how well it can extrapolate to longer sessions than it is trained on. To do this, we use the
same cross-validation folds as earlier, so that data from a given session is either in a training
fold or a test fold but not both. We then use the first halves of the training sessions to
estimate the parameters, and use the estimated model to predict the second half of the
sessions in each test set. This a way of approximating how accurate our predictions would
be for experiments that are twice as long as the ones in the sample.
We estimate the parameters of the different models on the time paths in the first
half of the session, and use them to predict the average cooperation in the second half.
To predict the average cooperation in the second half, we first predict the time path and
calculate the resulting average cooperation. Table 2.6 displays the cross-validated MSE.

PREDICTING AVERAGE COOPERATION
Model
Constant Prediction
Lasso
GBT:time-path
IRL-SG

Second half Session avg
0.066 (0.002)
0.028 (0.001)
0.028 (0.001)
0.024 (0.001)
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Second half time path
0.081 (0.002)
0.044 (0.001)
0.040 (0.001)
0.037 (0.001)

Table 2.6: Prediction loss (MSE) estimating on 1st half and evaluating on 2nd half.
The table shows that the learning model is better at extrapolating to longer supergames than our atheoretical black-box algorithms. In principle this might be due
to our particular ML implementations, but it is also true that atheoretical prediction
algorithms can have trouble extrapolating to a slightly different settings. A more structured model that encodes some intuition or knowledge about the problem domain can
sometimes better extrapolate to related prediction problems, and we suspect that this is
the case here.

2.6.2.

Extrapolating to hypothetical session lengths

We generate predictions for the treatments in Dal Bó and Fréchette (2011), since these
capture a nice range of behavior. For each of the treatments, 1,000 populations with 14
participants were simulated for 10,000 supergames, with randomly drawn supergame
lengths. We then simulated the learning model with the average (across folds) parameters
estimated on the time path in table 2.4. Using these simulations we can compute the
median level of average cooperation and its 90% confidence interval.
ΔRD
-0.32
-0.11
0.11
-0.07
0.14
0.36

δ
0.50
0.50
0.50
0.75
0.75
0.75

Q05
0.00
0.00
0.00
0.00
0.18
0.54

Mean
0.01
0.01
0.40
0.06
0.51
0.80

Q95
0.04
0.05
0.79
0.38
0.83
1.00

Table 2.7: Simulated cooperation after 10,000 supergames, 14 participants per session.
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ΔRD
-0.32
-0.11
0.11
-0.07
0.14
0.36

δ
0.50
0.50
0.50
0.75
0.75
0.75

Q05
0.00
0.00
0.15
0.00
0.35
0.68

Mean
0.01
0.01
0.43
0.05
0.52
0.79

Q95
0.02
0.02
0.64
0.28
0.68
0.88

Table 2.8: Simulated cooperation after 10,000 supergames, 100 participants per session.
Tables 2.7 and 2.8 show quite wide 90% intervals for intermediate values of ΔRD in
figure 2.8 due to the randomness of behavior and small population size. In the treatment
ΔRD = 0.11, even after 10,000 supergames the 90% interval goes from 0% to 79%, and the
average is just 40%. (With populations of 100 participants, the 90% interval is smaller but
still substantial; it goes from 15% to 64%.). This randomness comes in part from random
initial play in a finite population, and also from the randomness in the realized supergame
lengths. Even if we increase the population size to 1,000, the 90% interval is still from 24%
to 60%. However, if we also let all the simulated supergames have the expected number of
rounds, the 90% interval is only 44% to 49%.
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Figure 2.8: Predictions and actual behavior for six different treatments. The solid black
line corresponds to the data, the red lines depict average cooperation and the middle 90%
interval in 1,000 simulated populations.
Figure 2.8 displays the actual data and our confidence intervals for the time paths of
cooperation in these treatments.17
The intervals are smaller in treatments where ΔRD has a more extreme value in either
direction. For ΔRD < 0, we predict less than 50 % cooperation, and for ΔRD = −0.32
cooperation is almost certain to decrease. For ΔRD = 0.14 we see a slow increase in initial
round cooperation to 51%, and for ΔRD = 0.36 we predict relatively fast and certain
convergence to a high cooperation rate.
We get a broader picture of the long-run predictions by replicating this exercise for
all 28 treatments in the data. In figure 2.9 we see the average cooperation after 10,000
17 Dal Bó and Fréchette (2011) use their pure-strategy belief learning model to produce similar plots for initial-

round cooperation. Visual inspection suggests that our simpler model fits the data about as well.
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supergames, predicted by simulating 1,000 populations of size 16 for each treatment. We
see that for ΔRD between 0 and 0.3, even after 10,000 supergames, the learning model
does not predict either very high or very low rates of cooperation.

Figure 2.9: Predicted average cooperation after 10,000 supergames

2.7.

Predicting the Next Action Played

Much of the existing literature has focused on determining the strategies used by the
participants. Typically this is done with a mixture model, as in the SFEM of Dal Bó
and Fréchette (2011), which assume that a finite number of strategies are used in the
population. These models are often estimated using maximum likelihood, and their insample performance compared with information criteria. However, we want to compare
the out-of-sample performance of our models with that of machine learning algorithms,
so we instead consider how well the models predict the next action taken by a participant,
given the participant’s complete history so far.18
We consider mixtures of different numbers of types, and also consider variants with
a share of agents who always defect.19 We compare the models to a naive benchmark that

18 The complete history includes all the actions taken by the individual and their partners in previous rounds

of this supergame and all previous supergames, game parameters, realized supergame lengths so far, and
realized payoffs.
19 Previous studies have consistently found that a substantial share of participants behaves roughly this way.
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always predicts that ai (t + 1) = ai (t) and to a GBT.20 As we show in Online Appendix
2.B.5, the simple, six-parameter learning model predicts behavior almost as well as more
complicated models. Furthermore, a learning model with the same mixture of types across
treatments predicts the next action better than a model with 11 pure strategies estimated
separately for each treatment.
The naive benchmark does very well: In 84.6% percent of the cases, the participants
simply repeat the action they took in the previous round. If we assume the GBT captures
most of the predictable regularity in the data, there is roughly an additional 6.3% of the
observations that we can hope to capture with a better model. In contrast, the pure
strategy model performs poorly by this metric.21
The best-performing model has three types, with learning at all memory-1 histories.
However, learning on its own captures most of the heterogeneity in behavior. A single
6-parameter IRL-SG type has an accuracy of 87.6%, while the best performing model
has 88.5%. One reason that we find so little evidence of type heterogeneity may be that
the learning model with a single type has endogenous heterogeneity that can account for
some of the observed heterogeneity: If an individual by chance defects in the initial round
a few periods, they are likely to get a positive payoff in those supergames, thus reinforcing
defection. Neglecting the influence of learning might lead researchers to overemphasize
heterogeneity in participants when the diversity of play is largely driven by differences in
experience.

2.8.

Conclusion

This paper studies how to predict cooperation rates in the experimental play of the prisoner’s dilemma as a function of the game parameters and the number of supergames
played. We found that the key to predicting cooperation in a given match is the prediction
of play in the initial round, and that this depends both on the game parameters and on
the individual’s experience in previous matches.
IRL-SG is very simple, as it holds play fixed except in the initial round of each
supergame. This model only has 6 parameters and only one type of agent. While the
6-parameter model is too stark to model the richness of actual behavior, it predicts average
cooperation at least as well as the more complex ML algorithms or more complicated
learning models. This may be due in part be due to the lack of enough data, but also comes
from the way our learning model uses data on the realized lengths of the supergames.
20 We remove the first round of the first supergame when calculating the performance of the naive predic-

tions.
21 Note that models that “usually” predict the next action played correctly can still do a poor job of predicting

average cooperation. For example if most of the population plays Grim, then the naive rule will do well
both if defection typically occurs in the first round or in round 10, but the two cases have very different
average cooperation rates.
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Our results lead to a clearer understanding of how and why the composite parameter
influences cooperation rates: The parameter’s main effect is on the probability of
cooperation in the initial round of a match. Initial cooperation is positively reinforced
when ΔRD > .15, so in these games the probability of cooperating in the initial round
increases over the course of a session. Initial cooperation is negatively reinforced when
ΔRD < 0, so here initial cooperation rates drift down. For intermediate values of ΔRD , a
participant’s overall payoff is about the same regardless of how they play in the initial round,
which is why in these games initial cooperation rates stay roughly constant throughout a
session.
IRL-SG lets us capture the effect of playing more supergames on average cooperation.
One advantage of this is that we can predict what average cooperation rates would be with
longer lab sessions (assuming the participants did not loose focus on the task).
This paper only considers the prisoner’s dilemma with perfect monitoring. Many
real-world settings have implementation errors or imperfect monitoring and, as shown by
Fudenberg, Rand, et al. (2012), in such cases people seem to use more complex strategies
with longer memory. There are not yet enough experimental studies of these games to
support the sort of analysis we do here, but once there are it would be useful to extend
our analysis of average cooperation rates to this case.
We close with a novel comparative statics prediction inspired by our learning model.
In the lab, there is typically a tradeoff between specifying high discount factors and having participants play many supergames. So consider varying δ and the number N of
supergames played to hold the expected number of rounds fixed, so that N = T /(1 − δ)
for some fixed T . Moreover, as δ changes, change g so that ΔRD = δ − (g + l)/(1 + g + l)
is constant. Our model predicts that when ΔRD > .15, the treatments with more,
shorter, supergames have more cooperation, that is that average cooperation in the session (δ, g(l, δ, ΔRD ) is decreasing in δ, and that cooperation will be increasing in δ for s
decreasing in δ for ΔRD < 0.
ΔRD

2.A Appendix
2.A.1.

Numerical Estimation of Learning Models

To simulate a decision, a number r ∼ Uniform(0, 1) is drawn, and if that number is
lower than the probability of cooperation for the simulated individual, she cooperates,
otherwise defects. Similarly, the type of each individual is decided by a random draw. By
fixing the draws of these values r, we get a deterministic function.
The resulting function is locally flat, which means that finding an optimum is difficult. To address this problem we first generate 30 candidate points using the following
global differential evolution22 optimization in parallel, using 100 individuals with a common set of random numbers.
1. First a population is initialized: For each agent x, we pick 3 new agents a, b, c from
the population of candidates and generate a new candidate x 0. Each parameter xi
of x is updated with some probability CR (the cross-over probability), and if it is
updated the new value is given by xi0 = ai + F ∗ (bi − ci ). Once this is done, we
compare the new value f (x 0) with the old f (x). If the this results in a lower loss,
the new candidate replaces the old in the population, and otherwise it is thrown
away.
2. After a fixed amount of time, the best candidate from this algorithm is used as a
starting point for a Nelder-Mead algorithm that performs a local, gradient-free,
optimization, using a different fixed realization of the random variables. The output
of this local optimization is then returned as a candidate solution.
Once these 30 candidate points are found, they are each evaluated using a population
size of 3,000, with a new fixed realization of the random variables for all 30 candidates.
The best of these parameters are then returned as the solution.

22 From the package BlackBoxOptim.jl.

74

2.A.2.

DOING THE BEST WE CAN

Complete Prediction Results

Table 2.9: Out-of-sample prediction loss (MSE) for per-session average cooperation
Model

MSE

S.E.

Improvement

Constant
OLS on ΔRD
OLS
GBT
Lasso

0.0517
0.0189
0.0153
0.0151
0.0145

(0.0011)
(0.0006)
(0.0005)
(0.0005)
(0.0005)

63.44%
70.40%
70.79%
71.95%

Pure strategy belief learning w/o trembles
Pure strategy reinf. learning w/ trembles
Pure strategy belief learning w/ trembles
IRL-SG and recency
IRL-SG and AllD
Learning at all h two rates
Learning with flexible memory-1
Learning with memory-1
Learning at all h
IRL-SG
IRL-SG, two types

0.0229
0.0191
0.0175
0.0143
0.0142
0.0141
0.0141
0.0140
0.0139
0.0139
0.0136

(0.0008)
(0.0006)
(0.0006)
(0.0005)
(0.0005)
(0.0005)
(0.0005)
(0.0005)
(0.0005)
(0.0005)
(0.0005)

55.7%
63.05%
66.15%
72.34%
72.53%
72.73%
72.73%
72.92%
73.11%
73.11%
73.69%
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Table 2.10: Out-of-sample prediction loss (MSE) for the Time Path of Cooperation
Model

2.A.3.

MSE

S.E.

Improvement

Constant
OLS on ΔRD
OLS
Lasso
GBT

0.0770
0.0399
0.0325
0.0325
0.0322

(0.0014)
(0.0007)
(0.0005)
(0.0005)
(0.0006)

48.18%
57.79%
57.79%
58.18%

Pure strategy belief learning w/o trembles
Pure strategy reinf. learning w/ trembles
Pure strategy belief learning w/ trembles
Learning at all h two rates
Learning with semi-grim and recency
Learning at all h
Learning with flexible memory-1
Learning with memory-1
IRL-SG and AllD
IRL-SG
IRL-SG, two types

0.0436
0.0396
0.0379
0.0321
0.0321
0.0317
0.0313
0.0311
0.0311
0.0310
0.0304

(0.0010)
(0.0008)
(0.0008)
(0.0006)
(0.0006)
(0.0006)
(0.0006)
(0.0006)
(0.0006)
(0.0006)
(0.0006)

43.38%
48.57%
50.78%
58.31%
58.31%
58.83%
59.35%
59.61%
59.61%
59.74%
60.52%

Game parameters and learning

The learning model assumes that game parameters and experience influence initial round
cooperation through the sum α + β · ΔRD + ei (s). We can thus interpret α + β · ΔRD as
the direct effect of the game parameters and ei (s) as the direct effect of learning. We here
try to answer how much of the behavior is directly driven by learning and how much is
driven by the game parameters, according to our learning model. Since these two values
enter the expression in the same way, they are directly comparable.
We consider the last supergame of each experimental session. We consider the actual
data and a simulated data set with 16 participants in each session. When we consider
the actual data for an individual, we look at the initial round actions they took and their
observed realized ,and calculate the corresponding value for ei (s) in the last supergame. For
the simulated data, we instead simulate the whole sequence of play, and use the simulated
values to calculate ei (s).
To get a numerical estimate of the relative importance we can look at how much of
the variation in predicted initial round cooperation is driven by the two effects. The total
average variance in initial round cooperation is given by
RD

Var(p|e, Δ

)=

Õ
i ∈I

1
 −p
1 − exp −(α + βΔRD + ei (s)

2
/|I |
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where I is the set of all individuals, and p is the average predicted initial round cooperation.
We can compare this to the variation in predicted cooperation from the direct learning
effect and the direct game parameter effect respectively.
2
Õ
1
RD
RD
 − p(Δ ) /|I |
Var(p|Δ ) =
1 − exp −(α + βΔRD )
i ∈I
2
Õ
1
− p(e) /|I |.
Var(p|e) =
1 − exp (−ei (s))
i ∈I
To calculate the relative importance of ΔRD we take the average of the variation
introduced by ΔRD alone, and the additional variation when it is added to the direct effect
of ei (s) divided by the total variation.

Var(p|ΔRD ) + Var(p|e, ΔRD ) − Var(p|e)
RD
/Var(p|e, ΔRD )
Rel Importance(Δ ) =
2

Var(p|e) + Var(p|e, ΔRD ) − Var(p|ΔRD )
Rel Importance(e) =
/Var(p|e, ΔRD ).
2
This is the Shapley value of the two effects23 It can be calculated on either the
individual or treatment level, where the probabilities pi (s) are first averaged for each
session.
Data
Simulated ind.
Actual ind.
Simulated treat.
Actual treat.

Var(p|e, ΔRD )

Var(p|e)

Var(p|ΔRD )

Imp ei (s)

Imp ΔRD

0.195
0.185
0.059
0.055

0.188
0.18
0.052
0.046

0.006
0.005
0.005
0.004

96.8%
97.2%
89.5%
87.7%

3.2%
2.8%
10.5%
12.3%

Table 2.11: Relative importance measures.
We see that in both the simulated and actual data, ei (s) is responsible for roughly
97% of the variation in predicted individual behavior, and roughly 88% of the variation
in predicted initial round cooperation between treatments, so in our model experience
drives most of the variation initial round cooperation.

2.A.4.

Pairwise tests

Here we consider paired t-tests and paired signed Wilcox tests of whether the out-of-sample
predictive MSE of the various models are significantly different. With the 10 different
23 (Kruskal,

1987) and Mishra (2016) use the Shapley value to analyze regressions, (Lipovetsky, 2006) uses
them for logistic regressions, and (Lundberg and Lee, 2017) for general machine learning algorithms.
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10-fold cross-validation splits, we have 100 different test sets. Since we use the same splits
for all predictive models, we can do paired tests. In the tables below paired tests between
the initial round learning model and alternatives are shown for the average cooperation
prediction task and for the time-path prediction task.
Table 2.12 shows that learning with semi-grim is significantly better than almost all
alternatives, including most generalizations of the model, and the differences with the
generalizations are small.
Model
Pure strategy reinf. learning w/ trembles
OLS
GBT
Lasso
IRL-SG and AllD
IRL-SG and recency
Learning at all h two rates
Learning with flexible memory-1
Learning with memory-1
Learning at all h
IRL-SG, two types

Difference

T-test p

Sign-test p

-0.0036
-0.0014
-0.0013
-0.0007
-0.0004
-0.0004
-0.0002
-0.0002
-0.0001
-0.0
0.0003

p<0.001
p<0.001
p<0.001
p=0.013
p=0.038
p=0.013
p=0.229
p=0.293
p=0.352
p=0.984
p=0.106

p<0.001
p<0.001
p<0.001
p=0.015
p=0.018
p=0.031
p=0.168
p=0.473
p=0.211
p=0.700
p=0.041

Table 2.12: Paired significance tests vs. learning with semi-grim for predicting average
cooperation.

Model
Pure strategy belief learning w/ trembles
OLS
Lasso
GBT
Learning at all h two rates
IRL-SG and recency
Learning at all h
Learning with flexible memory-1
Learning with memory-1
IRL-SG and AllD
IRL-SG, two types

Difference

T-test p

Sign-test p

-0.0069
-0.0015
-0.0014
-0.0012
-0.0011
-0.0011
-0.0006
-0.0003
-0.0001
-0.0001
0.0006

p<0.001
p<0.001
p<0.001
p=0.002
p<0.001
p<0.001
p=0.018
p=0.300
p=0.533
p=0.629
p=0.017

p<0.001
p<0.001
p=0.001
p=0.009
p<0.001
p<0.001
p=0.027
p=0.708
p=0.645
p=0.767
p=0.004

Table 2.13: Differences and paired significance test with the main learning model (learning
with semi-grim) for the time-path prediction task.
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For predicting time paths, the picture is similar. The semi-grim learning model with
two types is marginally better, and here it is significant at the 5% level.

2.B Online Appendix
2.B.1.

Additional Depictions of the Data

In the paper we saw that initial round behavior differs between different values of ΔRD ,
and that the differences increase over time as the participants play more supergames. In
figure 2.10 and 2.11 we show the corresponding plots but for different memory-1 histories.

Figure 2.10: Average cooperation after different memory-1 histories for the first 10 supergames.
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Figure 2.11: Average cooperation after different memory-1 histories for the first 20 supergames.
Behavior at non-initial memory-1 histories is less variable than behavior at initial
histories, both between different values of ΔRD and over the course of the experimental
sessions.24
If the differences in average cooperation between different treatments is driven primarily by the initial round behavior, then average cooperation after the initial round
should be should be primarily determined by the outcome of the initial round, and otherwise similar across treatments. To show this, we compare the following three regressions.
The outcome variable is the average cooperation by a participant in a supergame in the
rounds following the initial round, e.g., if 4 rounds were played in that particular supergame, we calculate the average cooperation by that participant in rounds 2, 3 and 4.
The first regression, conditions only on the outcome of the initial round. The second
adds game parameters (δ, g, l, and ΔRD ), and the last uses only the game parameters and
not the initial round.

24 In

contrast to the initial round, different players face different distributions of the other memory-1 histories, and because these differences are not exogenous there may selection effects. Furthermore, some
memory-1 histories are uncommon in certain treatments, e.g. there are few CC in games where the average cooperation rate is low.
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Table 2.14: Rest of supergame average cooperation conditional on initial round outcome.

Dependent variable:
y
(1)

(2)

(3)

initial = CD
initial = DC
initial = DD
g
l
δ
ΔRD
Constant

−0.635∗∗∗ (0.004)
−0.638∗∗∗ (0.004)
−0.833∗∗∗ (0.004)

0.906∗∗∗ (0.003)

−0.619∗∗∗ (0.004)
−0.622∗∗∗ (0.004)
−0.788∗∗∗ (0.004)
0.013∗∗∗ (0.005)
−0.013∗∗∗ (0.003)
−0.0001 (0.030)
0.170∗∗∗ (0.030)
0.868∗∗∗ (0.013)

−0.011∗ (0.006)
−0.039∗∗∗ (0.004)
−0.030 (0.042)
0.815∗∗∗ (0.041)
0.392∗∗∗ (0.018)

Observations
R2
Adjusted R2

41,066
0.582
0.582

41,066
0.586
0.586

41,066
0.187
0.187

Note:

∗ p<0.1; ∗∗ p<0.05; ∗∗∗ p<0.01

Most game parameters are statistically significant, but they explain almost no extra
variance: The difference in R2 between the model with and without game parameters is
less than 0.01. In contrast, removing the outcome of the initial round lowers the R2 to
0.0187. This is also true for second- round cooperation instead of average cooperation in
the rest of the supergame.
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Table 2.15: Second round average cooperation conditional on initial round outcome.

Dependent variable:
second_y
(1)

(2)

(3)

initial = CD
initial = DC
initial = DD
g
l
δ
ΔRD
Constant

−0.688∗∗∗ (0.005)
−0.662∗∗∗ (0.005)
−0.877∗∗∗ (0.004)

0.952∗∗∗ (0.003)

−0.677∗∗∗ (0.005)
−0.651∗∗∗ (0.005)
−0.843∗∗∗ (0.005)
0.006 (0.005)
−0.021∗∗∗ (0.003)
0.138∗∗∗ (0.034)
0.047 (0.033)
0.852∗∗∗ (0.015)

−0.020∗∗∗ (0.007)
−0.048∗∗∗ (0.005)
0.106∗∗ (0.046)
0.736∗∗∗ (0.045)
0.342∗∗∗ (0.020)

Observations
R2
Adjusted R2

41,066
0.551
0.551

41,066
0.554
0.554

41,066
0.166
0.166

Note:

2.B.2.

∗ p<0.1; ∗∗ p<0.05; ∗∗∗ p<0.01

The Pure Strategy Belief Learning Model

Here we outline the belief learning model from Dal Bó and Fréchette (2011), and our
across-treatment generalization. Individuals are assumed to choose between TFT or AllD
at the beginning of each supergame. The decision is made via a logit best reply based on
the individuals beliefs about how likely a partner is to play TFT or AllD, and the implied
expected payoffs.
The beliefs are tracked by the two values BisC and BisD , where i is the individual and s is
the supergame. Since only two pure strategies are considered, and they prescribe different
actions in the initial round of a supergame, the initial-round actions reveal the partner’s
strategy. The belief values are updated according to
a
Bis+1
= θBisa + 1{a−i (s) = a}

where a−i (s) denotes the initial round action taken by the partner of individual i in
supergame s, and θ captures recency in the beliefs. Given those two belief values, the belief
that the partner will play TFT in supergame s is given by BisC /(BisC + BisD ).
Let ua (TFT), ua (AllD) denote the expected payoff from taking action a in the
initial round if the partner is playing TFT and AllD respectively. Now given the beliefs
and those values, the expected value of each choice is given by
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Uisa =

BisC

ua (TFT ) +
D

BisC + Bis

BisD
BisC + BisD
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ua (AllD) + λis ais

where ais follows a type I extreme value distribution λis = λFi + (ϕi ) s λVi . is a sensitivity
parameter. This gives the following probability of subject i playing a in the initial round
of supergame s, and thereafter following the according pure strategy,


exp λ1is Uisa
.



pais =
exp λ1is UisC + exp λ1is UisD
Trembles
Here we modify the Dal Bó and Fréchette (2011) learning model by supposing that the
individual takes the prescribed action with probability 1−εi . Otherwise the model remains
the same, including using the theoretical values for the value of TFT against TFT etc. We
therefore include the model with added trembles as well.

2.B.3. List of Pure Strategies Considered for Predicting the Next
Action
Strategy

Description

Always Cooperate
Always Defect
Tit-for-Tat
Tit-for-2-Tats
Tit-for-3-Tats
Exploitative Tit-for-Tat
2-Tits-for-1-Tat

Always play C.
Always play D.
Play C unless partner played D the last round.
Play C unless partner played D the last 2 rounds.
Play C unless partner played D the last 3 rounds.
Play D in first round, then play TFT.
Play C unless partner played D the last round
and punish for 2 rounds.
Play C unless partner played D the last 2 rounds
and punish for 2 rounds.
Play C until either player plays D, then defect forever.
Play C until two consecutive rounds occur in which
either player played D, then play D forever.
Play C until three consecutive rounds occur in which
either player played D, then play D forever.

2-Tits-for-2-Tat
Grim
Lenient Grim 2
Lenient Grim 3

Table 2.16: List of pure strategies considered for predicting the next action played.
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Evaluation of the procedure on simulated data

To test our estimation approach, we simulate the data using three different models: learning with semi-grim, learning with semi-grim with noisy individual parameters drawn from
a normal distribution, and the pure strategy reinforcement learning model. The parameters for each model are taken the average of our parameter estimates on the actual data.
When we add noise to the learning model, we draw each individual’s parameters from
a normal distribution where α ∼ N (−0.313, 0.5), β ∼ N (1.298, 1), λ ∼ N (0.196, 0.1),
pCC ∼ N (0.996, 0.1), pCD/DC ∼ N (0.373, 0.1) and pCC ∼ N (0.016, 0.1). The standard
deviations were set ad-hoc to what we thought were reasonable sizes. The means are the
estimated parameters from the main analysis. The sampled probabilities are then cut-off
to be in the interval (0, 1).
It is not computationally feasible to replicate the complete analysis a large number of
times, as each iteration of the analysis takes approximately one week. Instead, we generate
10 different data-sets for each of the three different assumptions we consider. Each session
is then simulated with an actual sequence of supergame lengths, with 16 participants in
each session. On each of these 10 data sets we perform a 10-fold cross validation with the
two models: learning with semi-grim and pure strategy reinforcement learning. This give
us 100 different folds on which we calculate out of sample MSE, using a similarly sized data
set as in the main analysis. Furthermore, each of these folds contain simulated sessions
unique to that fold. Using these, we can calculate averages and standard deviations of the
out of sample MSE.
While not perfectly mimicking the process we do in the main text, this should give
us an approximation of how likely we are to observe a significant difference under these
different assumptions.
Model
IRL-SG
Pure strategy reinf.

IRL-SG

IRL-SG + noise

Pure strategy reinf.

0.0101 (0.0058)
0.0145 (0.0073)

0.0131 (0.0064)
0.0181 (0.0103)

0.0077 (0.0032)
0.0048 (0.0027)

Table 2.17: Averages and standard deviations across 100 folds in 10 simulated data sets.
In table 2.17, we see that if we were to draw 100 different folds, we would with a very
high probability correctly identify the true mode. In reality, we sample all folds from the
same data set, which should decrease power slightly, but it is likely to remain very high. It
is also noteworthy that both the difference between the models and the average MSE’s are
very similar for the model with noise and the actual values we report in the main text.
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One Step Ahead Prediction and Maximum Likelihood
Estimation

We here consider the question of how well we can predict the next action taken by a
participant given their actions so far. If each participant uses a fixed strategy or learning
rule, and the relative shares in the population are known, it should be possible to accurately
predict the next action a given individual will take at a given history. Thus, following
the literature, we assume that there are a finite number of different “strategic types” (i.e.
strategies or learning rules) used in the population, and estimate the parameters and the
shares of these strategies by maximum likelihood. We then see how well the different
types match the individuals behavior up to that point, and then make the corresponding
prediction.
We consider the the pure strategy mixture model. learning with semi-grim, learning
with memory-1, and learning at all h, and compare their performance both to a naive
benchmark that predicts the previous action taken by the individual, and to the predictions
made by a gradient boosting tree.
We focus on out of sample predictions. This allows us to compare models of different
complexities, because overly complex models may be penalized by cross-validation.
Several interesting conclusions arise from this exercise. First, in contrast to the
problem of predicting the populations behavior, explicitly modeling heterogeneity does
improve predictions here. Moreover, as above, learning allows us to make better out of
sample predictions. Finally, as in past work we see no evidence of the participants using
strategies of memory greater than 1.
The General Prediction Problem
Consider the complete data set of observations
D = {(hi (t), ai (t))|i ∈ I, t ∈ T (i)} ,
each pair consisting of the history and the action taken for individual i ∈ I, in time
period t, where T (i) denotes all the rounds played by individual i, and we track the game
parameters Γi as part of the history. The action taken ai (t) is 1 for cooperation and −1
for defection.
A predictive model is a function m : H → [0, 1], where H is the space of all
individual histories in an experimental session. This function predicts the probability that
an individual with a given history cooperates. A model comes with a set of parameters θ
and we write
m(hi (t)|θ) = b
ai (t)
to the denote model m’s predicted probability of cooperation given history hi (t).
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Two different measures of predictive performance are used, prediction loss and
accuracy. The prediction loss is based on the cross-entropy of the predicted probability of
the taken action. For a data set D0 ⊂ D, the average prediction loss is given by
L (m|D0, θ) =

−1
|D0 |

log(m(hi (t)|θ)) · 1{ai (t) = 1}+

Õ
(hi (t),ai

(t)) ∈D0

log(1 − m(hi (t)|θ)) · 1{ai (t) = −1}.
or if we simplify the notation, by letting m and θ be implicit, with
L (D0) =

−1
|D0 |

Õ

log(b
yisr ) · yisr + log(1 −b
yisr ) · (1 − yisr ).

(hisr ,yisr ) ∈D0

The models are always optimized with respect to the prediction loss, however, it is
also interesting to look at the accuracy of the predictions. The accuracy is the share of
observations where the taken action was predicted to be the most likely, i.e.
Acc(m|D0, θ) =

1
|D0 |

Õ
(hi (t),ai



1{ai (t) = 1} · 1{m(hi (t)|θ) ≥ 0.5}

(t)) ∈D0


+ 1{ai (t) = −1} · 1{m(hi (t)|θ) < 0.5} .
Finite Mixture models
When estimating the models, we assume that the population can be divided into different
types, where individuals of the same type behave in the same way. Depending on the
model, these types are parameterized in different ways. The learning models presented
are the same ones used in the main text, with the difference that experience at a given
supergame is calculated using the actual observed data upto that supergame, and not from
simulation.
Pure Strategy Model In this model we assume that each type σ j follows a pure strategy
with a fixed mistake probability εj . If we let ωj : H → {0, 1} denote a pure strategy,
e.g., Tit for Tat or Grim, a type can be described by a tuple (ωj , εj ). We start with an
exogenous list of 11 different pure strategies, taken from the pure strategies estimated to
have positive share in Fudenberg, Rand, et al. (2012) 25 , and estimate the share ϕj and
mistake probability εj and for each such pure strategy. The mistake probabilities εj and
the shares ϕj are explicitly estimated, while the 11 available pure strategies remain fixed.
25 While Fudenberg, Rand, et al. (2012) studies interactions with exogenous noise, these 11 strategies contain

those strategies often found to be used in games without noise e.g. Dal Bó and Fréchette (2018).
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In the standard SFEM approach it is commonly assumed that a common error rate ε is
used, we relax this assumption in order to give the pure strategy model a better chance of
performing well.
Estimating any finite mixture model gives us a set of types and their relative shares.
To make a prediction of ai (t) based on hi (t), we first calculate the probability of hi (t)
under the different types. For simplicity, we represent the different types with σ j for each
type j.
Ö
 1 {ai (t)=−1}
Pr(hi (t)|σ j ) =
σ j (hi (t)) 1 {ai (t)=1} · 1 − σ j (hi (t))
.
τ<t

Given the estimated shares ϕ the conditional probability of individual i being of
type j at time t is given by
ϕj Pr(hi (t)|σ j )
Pr(σ j |hi (t)) = Í l
.
l
l ϕ Pr(hi (t)|σ )
Given these estimated probabilities, the prediction of model m is given by
Õ
m(hi (t)) =
σ j (hi (t))Pr(σ j |hi (t)).
j

Evaluating the Models
To evaluate out of sample performance we again use 10-fold cross-validation. Because we
are now predicting individual and not aggregate play, here the partitions are at the level of
individuals, so that each individual is in exactly one test set.
Furthermore, the splits are balanced over the treatments so that roughly 10% of the
participants from each treatment are in each fold.
For each such partition k, we find the parameters θktrain with the smallest prediction
loss on the training set,
θktrain = arg min L (m|Dtrain
, θ)
k
θ ∈Θ

and calculate the prediction loss on the test set, L (m|Dtest
, θktrain ). The prediction
k
loss from the 10-fold cross-validation that will be reported, and used to compare the
models, is given by averaging over all such splits,
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PredictionLoss(m|D, K) =

K
1 Õ
train
L (m|Dtest
)
k , θk
K
k=1

and the accuracy is similarly given by
Accuracy(m|D, K) =

K
1 Õ
train
Acc(m|Dtest
).
k , θk
K
k=1

There is no canonical why to capture across treatment differences in the pure strategy
model the way we do in the memory-1 mixed and learning model. Instead, we follow the
literature and make a separate estimation for each treatment. For the memory-1 mixed and
learning models however, we estimate one single finite mixture model for all treatments.
Results
In table 2.18 we see the prediction errors of the different models.
Model

Loss

Accuracy

Naive

0.429

84.6%

Pure

0.311

88.2%

23.0%

0.321
0.307
0.297
0.288

87.6%
87.2%
88.0%
88.3%

18.9%
16.8%
22.1%
23.9%

IRL-SG

N

1
1
2
3

AllD

Yes

Relative Accuracy

Initial round learning
with memory-1

1
2
3

0.321
0.292
0.282

87.6%
88.5%
88.4%

18.9%
25.1%
24.5%

Initial round learning
with flexible memory-1

1
2
3

0.319
0.293
0.28

87.6%
88.0%
88.4%

18.9%
22.0%
24.3%

Full learning

1
2
3

0.322
0.283
0.28

87.5%
88.3%
88.5%

18.6%
23.5%
25.2%

0.225
0.222

90.8%
90.9%

40.2%
41.0%

GBT with memory-1
GBT with memory-3

Table 2.18: Out of sample prediction errors for predicting the next action taken by an
individual.
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As we see, a single type of the main learning model performs only slightly worse than
fitting 11 different pure strategy types on each treatment. Allowing for heterogeneity in the
learning model makes it slightly better than the pure strategies. The further improvement
from allowing any memory-1 strategy is small, and little is gained by extending to flexible
memory-1 behavior that adjusts to ΔRD or extending learning to all h.
Maximum Likelihoods
Our main analysis of OSAP focus on the prediction errors of the estimated models of
the next action taken by individuals, since this allows for straightforward comparisons
between models of different complexities. However, since it is more common in the
literature to use to consider the likelihoods instead of predictive abilities, we report these
likelihoods for completeness. For every history hi (t) the behavior of type j is captured by
a function σ j : H → [0, 1] that takes a history and assigns a probability to cooperate.
Each model comes with set of parameters. We will go through the different models in the
following subsections, but first present the general estimation procedure.
If we let ai (t) ∈ {−1, 1} denote the action taken by individual i at time t, the
likelihood of the observed behavior for participant i if she was of type σ j with parameters
is given by
Ö
Pri (σ j |θj ) =
σ j (hi (t)) 1 {ai (t)=1} (1 − σ j (hi (t))) 1 {ai (t)=−1} .
(2.3)
t ∈T (i)
J
Let θ = (θ j )j=1
denote the parameters of the different types, and let ϕ ∈ Δ(J ) denote
their relative share. A is then a pair m = (θ, ϕ), and its likelihood is
J
 Õ
©Õ
ª
L m|θ, ϕ, I =
log  ϕj Pri (σ j |θj ) ® .
i ∈I
« j=1
¬

(2.4)

The model is then estimated by maximum likelihood.
Our main learning model only has six parameters per type, and these six parameters
are the same across treatments. In comparison, the pure strategy model incorporates 11
different pure strategies, each with a different mistake probability, and these are estimated
separately for each of the 28 treatments. If we were to directly compare the pure strategy
model’s loglikelihoods with the initial round learning model’s loglikelihoods, we would
be comparing a model with 736 parameters and one with 6.
To make the comparison more meaningful, here we consider the models estimated
separately on each treatment as well as on the overall data, and we include BIC values to
compensate for model complexity.
We consider three versions of each model (except the 11-type pure strategy model): A
single type, a single type plus an AllD type, and three types. Since the first period learning
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model does not include AllD as a subset, we also consider a version with three first period
learning types and one AllD.
In table 2.19 we see the loglikelihoods, estimated using 2.4, of the different models,
estimated and evaluated on the full supergames, and in table 2.20 evaluated on the last
third of the supergames in each session.
Model

N

AllD

Estimated on

Loglikelihood

BIC

Pure

11

No

Each Treat

-72272

149394

IRL-SG

1
1
3
3
1
1
3
3

No
Yes
No
Yes
No
Yes
No
Yes

Each Treat
Each Treat
Each Treat
Each Treat
All Treat
All Treat
All Treat
All Treat

-72676
-68476
-65481
-65688
-74559
-71814
-66919
-65030

146738
138800
135581
135995
149193
143727
134061
130307

Learning with memory-1

1
3
1
3

No
No
No
No

Each Treat
Each Treat
All Treat
All Treat

-72341
-63437
-74121
-65080

146300
131725
148328
130420

Learning at all h

1
3
1
3

No
No
No
No

Each Treat
Each Treat
All Treat
All Treat

-72068
-64129
-74774
-64995

146677
135879
149685
130399

Table 2.19: Maximum likelihood log-likelihoods evaluated on the complete set of supergames.
In the literature, it is common to focus on the latter part of the experiment, under
the assumption that behavior then has become more stable.
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Model

N

AllD

Estimated on

Loglikelihood

BIC

Pure

11

No

Each Treat

-17142

38427

IRL-SG

1
1
3
3
1
1
3
3

No
Yes
No
Yes
No
Yes
No
Yes

Each Treat
Each Treat
Each Treat
Each Treat
All Treat
All Treat
All Treat
All Treat

-19442
-17838
-16381
-15951
-19804
-20261
-17343
-16589

40068
37255
36710
35848
39675
40611
34889
33402

Learning with memory-1

1
3
1
3

No
No
No
No

Each Treat
Each Treat
All Treat
All Treat

-18916
-15746
-19697
-16320

39213
35636
39473
32876

Learning at all h

1
3
1
3

No
No
No
No

Each Treat
Each Treat
All Treat
All Treat

-18775
-15612
-20005
-15922

39722
37736
40134
32216

Table 2.20: Maximum likelihood log-likelihoods evaluated on the last third of the supergames.
As shown in the tables above, both the maximum likelihood results on all supergames
and on the last third are consistent with the primary analysis. According to the BIC, the
best model is the learning model that extends to all memory-1 histories, while the pure
strategies model is one of the worst. We also see that the difference between the model
with learning and semi-grim, and the possible extensions, is very small. Furthermore, we
achieve relatively good performance with a single learning model that keeps behavior after
the initial round constant across treatments and individuals, especially if we include AllD.
We also see that we accurately capture the between treatment variation within our
models. The loglikelihood is often similar for the models estimated jointly for all treatment, with logistic functions of ΔRD capturing the variation between treatments, and the
ones estimated separately for each treatment. And the lowest BIC is given by such joint
estimation.

2.B.6.

Between Session Variance and ΔRD

For intermediate values of ΔRD , our model predicts that small differences in behavior and
realized supergame lengths can have large implications for the resulting average cooperation in a session. An intuitive hypothesis is thus that between session variation would be
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Figure 2.12: Actual and predicted variance in initial round cooperation for each ΔRD -group
larger for intermediate values of ΔRD than extremer values. We here show some evidence
of that relationship.
We consider both the actual between session variation and our model’s predicted
between session variation. For the actual data we are restricted to amount of data collected,
which only consists of 161 sessions. For the simulated data, we have no such restriction. We
therefore simulate 10 different populations, with randomly generated supergame lengths,
when making the predictions. Since cooperation within a supergame is not independent
of the realized length, δ is in itself likely to give rise to some variation. We therefore consider
only initial round cooperation in the plots below.
In Figure 2.12 we see the actual and simulated between session variance for each ΔRD group. Note that each such group does contain different treatments, so the comparison
of variance is not perfect.
In Figure 2.13 we instead look at the actual and predicted variance in ΔRD for each
value of ΔRD for which we have more than 1 observation. For most of these values, we
have quite few observations, so the variance is quite poorly identified.
We see in both these figures that the predicted variance is slightly lower than the
actual. We also see that for especially for lower values of ΔRD , more extreme values of
ΔRD lead to lower between session variance both in the actual data and our simulated
data. A likely explanation for the higher variance in the actual data is some uncaptured
heterogenity across individuals, labs, or experimental interfaces.
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Figure 2.13: Actual and predicted variance in initial round cooperation for each ΔRD -group

2.B.7.

Decomposing the Prediction Errors

The analysis in this paper suggests that correctly predicting initial round behavior is of
first order importance in order to predict average cooperation: Conditional on initial
round outcome, there is little variation in behavior across treatments. We here compare at
the prediction error in initial and non-initial rounds.
To get these prediction errors, we take the predictions of the time-path of cooperation
from a single 10-fold cross-validation. We then have out of sample predictions for each
round of each supergame in all sessions. Given these, we calculate the mean squared errors
and the standard errors of the the mean squared errors.
Rounds
Initial rounds
Non-initial rounds

IRL-SG
0.0261 (0.0006)
0.0320 (0.0004)

GBT
0.0306 (0.0006)
0.0333 (0.0004)

Lasso
0.0296 (0.0006)
0.0334 (0.0004)

Table 2.21: MSE and standard errors for time-path predictions separated to initial and
non-initial rounds.
We see that the differences between the IRL-SG model and ML-methods is larger for
the initial rounds than the non-initial rounds. This suggests that our model outperforms
the ML-methods because it accurately predicts initial round behavior.
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Combining IRL-SG and ML-methods
To more explicitly test if there is some additional regularity the IRL-SG does not pick
up, we can combine the predictions made by simulating IRL-SG and the ML-methods.
We do so by adding the predictions from the IRL-SG as a feature to be used by the Lasso
and GBT algorithms. We generate the predictions from the IRL-SG with a single 10-fold
cross-validation, and then perform ten 10-fold cross-validations as in the mean text with
those predictions as features. In Table 2.22 we see that the best combination (Lasso +
IRL-SG), has minor and non-significant improvement over just IRL-SG. This further
strengths the conclusion that IRL-SG captures the predictable reagularity in the data.
Model
IRL-SG
Lasso with IRL-SG
GBT with IRL-SG

MSE
0.0139
0.0135
0.0148

S.E.
(0.0005)
(0.0005)
(0.0005)

Table 2.22: Prediction errors from combining IRL-SG and ML methods.
Another way to try to improve the predictions from the IRL-SG and model is to
combine the initial-round predictions from the IRL-SG with other predictions for the
rest of supergame,conditional on the initial-round outcome, similar to the exercise in
Table 2.14 of the Online Appendix.
For a given supergame of a given session, let ŷ(s) be the IRL-SG models predicted
average cooperation in the initial round of that supergame, the predicted share of CC
outcomes in the initial round is ŷ(s) 2 , the predicted share of DC outcomes ŷ(s) · (1 − ŷ(s)),
etc. We can then combine these predicted likelihoods of different initial-round outcomes
with predictions for the rest of supergame cooperation conditional on the initial round
outcome and possibly other information about for example game parameters or current
supergame.
The simplest way to do this is to use the values from model 1 in Table 2.14, i.e. average
values conditional only on initial round outcome. According to thus ŷCC = 90.7%, ŷCD =
27.1%, ŷDC = 26.8%, ŷDD = 7.3%. In an attempt to improve those estimates, we can
include the features used for the time-path problem, dropping those features that have
to do with the round of a given supergame. In the Table 2.23 we report the results. For
computational reasons we use only a single 10-fold cross-validation split, and don’t report
standard errors. There is, however, no reason to expect these to be substantially different
from the ones from the main analysis.

PREDICTING AVERAGE COOPERATION
Model
IRL-SG with constant conditional predictions
IRL-SG with Lasso conditional predictions
IRL-SG with GBT conditional predictions
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MSE
0.0139
0.0133
0.0130

Table 2.23: Prediction errors from combining initial round predictions from IRL-SG and
conditional predictions for the rest of supergame cooperation.
There are two main takeaways from this table. The first is that the predictive power of
our model indeed comes from it’s ability to predict initial round behavior. Using averages
conditional only the initial round outcome gives essentially the same MSE as using the
actual model to predict also non-initial rounds. The second is that using more complicated
predictions for conditional cooperation rates yields at best a minor improvement. Thus,
this further reinforces the conclusion that IRL-SG captures most predictable regularity
in average cooperation across treatments.
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Chapter 3
Stochastic Stability of a Recency Weighted
Sampling Dynamic
Alexander Aurell1 and Gustav Karreskog2
Abstract
It is common to model learning in games so that either a deterministic process or a finite
state Markov chain describes the evolution of play. Such assumptions can however produce
undesired outputs, where the players’ behavior is heavily influenced by the modeling.
In simulations we see how the assumptions in Young (1993), a well-studied model for
stochastic stability, lead to unexpected behavior in games without strict equilibria, such as
Matching Pennies. In this paper we propose a continuous-state space model for learning in
games that can converge to mixed Nash equilibria, the Recency Weighted Sampler (RWS).
The RWS is similar in spirit Young’s model, but introduces a notion of best response
where the players sample from a recency weighted history of interactions. We derive
properties of the RWS which are known to hold for finite-state space models of adaptive
play, such as the convergence to and existence of a unique invariant distribution of the
process, and the concentration of that distribution on minimal CURB blocks. Then, we
establish conditions under which the RWS process concentrates on mixed Nash equilibria
inside minimal CURB blocks. While deriving the results, we develop a methodology that
is relevant for a larger class of continuous state space learning models.
1 ORFE, Princeton.
2 Department of Economics, Stockholm School of Economics.
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Introduction

Social conventions form and evolve in many real life situations. In this paper we think
about the formation of conventions as a repetitive feedback process where expectations of
behavior are formed by observing other interactions in a society, expectations then inform
decisions which alters the history from which other members of society for expectations.
For example, when buying a house each bidder (player) might not have participated in the
exact same bidding (game) before, but has knowledge about some, but not all, previous
interactions and assumes that the other bidders interacting with her will behave similarly
to how bidders have historically behaved.
History

Expectations
Actions

Figure 3.1: The players form expectations by sampling from historical records of interactions and then act based on those expectations. The realized play is appended to the
history.
More specifically, the general setting considered in this paper is the evolution of social
conventions as introduced by Young (1993). We imagine that for each player role there is a
large population of candidates from which players are randomly drawn to play a normal
form game. The populations are large in the sense that the same player is never selected
twice 3 Before deciding which action to take the players access a sample of historical
interactions. The players use the sample to form beliefs about the opposite roles’ historical
behavior (this is the only information the players can base their decision on, since they
have never played the game before). Thereafter, the players simultaneously respond to the
mixed strategy induced by the sample. Once they have played, the history is updated, new
players are randomly drawn from the populations, and the process is repeated with the
updated history.
By modeling repeated play based on historical records as diagrammed in Figure 3.1,
one hopes to answer questions about which actions will be taken in the long run, and
therefore which stable conventions, if any, will arise. We will refer to a dynamical model
for the likelihood of the interactions, interpreted as the social convention, as a learning
process. This setting differs from the another kind of setting often considered, that of a
large population repeatedly playing the same game. Examples of models of this type can
be found in for example Sandholm (2010). In such models, each player play the same
3 For example we can imagine that there is a continuum of players in each population and that the random

draw is done by sampling from an atomless probability measure over the continuum.
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game many many times, and over time learn which actions to take. In our setting, any
given player only plays the game once, but gets to observe a subset of how other players
typically play the game. It is thus suitable for studying the formation of conventions in
decisions were any given individual only rarely makes a decision.
When studying the long run distribution of the (state of the) learning process it
is convenient, both theoretically and numerically, if it is an ergodic Markov process.
It is achieved in the original formulation of Young (1993) by defining the state of the
learning process as a finite sequence, the "finite memory" containing the most recent
interactions, by letting the players form beliefs by sampling strategies from the memory
without replacement, and by assuming a small mistake probability with which a random
action is taken instead of a best reply to the sample. The finite state space and the noisy
action (the possibility of making a mistake) ensures that Young’s learning process has a
unique invariant distribution to which it converges asymptotically.
Much of the work building on the original model contains the finite memory and
noisy action structure, which is well suited for studying the relative stability of different
pure (i.e., strict) Nash equilibria or minimal CURB blocks 4 . However, finite memory
based learning is ill-suited to answer questions about the players’ behavior around mixed
Nash equilibria. The order of the history matters for the next state, so one needs to keep
track of the whole history, not only on sampling probability. Furthermore, it exhibits
behavior around even simple mixed Nash equilibria that is better viewed as a modeling
artifact than as a realistic description of behavior. The purpose of this paper is to define
a new learning process with the following features: firstly, it converges to some minimal CURB configuration and secondly, it behaves reasonably also inside non-singleton
minimal CURB and around mixed Nash equilibria.
To address the problem of unrealistic cycling and increase stability of social conventions we introduce the Recency Weighted Sampler (RWS). It is a learning process that
differs from previous work in its structure of the historical record of plays. The history is
assumed to be infinite with more recent interactions being more likely to be sampled. A
finite sample is drawn with replacement by each player at each period. The probability of
sampling the interaction of a past game decreases by a factor β, 0 < β < 1, per game that
has been played since. This geometric decrease allows us to use the sampling probabilities
for the strategies as the state space of the learning process. The Markovian property of the
process is preserved and we can in a meaningful way analyze it at a finer level inside the
minimal CURB blocks (and determine properties of the distribution of interactions, i.e.,
the social convention, inside a minimal CURB block).

4 A subset (block) of strategy profiles C

is called Closed Under Rational Behavior (CURB) if the best replies
to any strategy profile with support in C is also in C. It is called a minimal CURB block if it does not
contain any strictly smaller CURB block Basu and Weibull (1991).
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Related Literature

Already in his dissertation John Nash gave a second interpretation of the Nash equilibrium, the mass action interpretation (Nash, 1950). He assumes that a large population is
associated to each player role, that one player per role is selected in each period to play the
game, and that the individual players accumulate empirical information on the relative
advantage of the different available pure strategies. He then argues, informally, that in
such a setting, the stable points correspond to Nash equilibria and those points should
eventually be reached by the process.
The mass action interpretation is appealing since its assumptions about bounded
rationality and repeated interactions are more credible than those underlying the rationalistic interpretation built on assumptions of perfect rationality and common knowledge5 .
Furthermore, experimental evidence often favors some kind of learning and adjustment
over the rationalistic motivation. The general result is that in a one-shot interaction, play
rarely corresponds to a Nash equilibrium, but if the players have a chance to learn and
adjust, play often (but far from always) moves to a Nash equilibrium. See Camerer, 2003,
Ch. 6 for an overview of experimental models and results.
Appealing as the motivation might be, the theoretical picture has turned out to be
considerably more complicated than indicated by Nash’s informal argument and what
many researchers might initially have thought. One of the first, and most studied, models
formalizing a setting similar in spirit to the mass action interpretation is that of fictitious
play in Brown (1951). Even though Brown thought fictitious play would in general converge
to a Nash equilibrium, it was shown in Shapley (1964) that even in a game with a unique
Nash equilibrium there might only exist a stable cycle and no convergence to the mixed
equilibrium. In general, it is the case that if the process has a stationary point, it must be
a Nash equilibrium, but the existence of such a stationary point is not guaranteed. See
e.g. Fudenberg and Levine (1998), Weibull (1997), or Sandholm (2010) for overview of
such results. Existing general results do not address convergence to stable points (which
normally correspond to Nash equilibria) but convergence to stable sets. Ritzberger and
Weibull (1995) show set-convergence results for evolutionary dynamics and Balkenborg
et al. (2013) for best reply dynamics. Similarly Hurkens (1995) and Young (1998) show
set-convergence results for dynamics similar to those studied in this paper.
Smooth fictitious play, first introduced in Fudenberg and Kreps (1993), is a variant
of fictitious play where players respond with a perturbed best response. In contrast to
the standard version of fictitious play, not only the empirical frequency but also actual
play can converge to a Nash equilibrium. In Benaïm and Hirsch (1999) and Hofbauer
and Sandholm (2002), global convergence results are shown for some games with unique

5 Especially since perfect rationality and common knowledge by itself only leads to rationalizability but not

all the way to Nash equilibrium.
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Nash equilibria, including interior ESS, two-player zero-sum, supermodular and potential
games.
A downside with standard versions of fictitious play and smooth fictitious play is
that the increments of the learning processes decrease in size over time. In practice the
point of initialization is therefore crucial for convergence. Furthermore, if the behavior is
cyclic the cycles take longer and longer time to complete. Introducing a bias towards more
recent plays, similar to that used in this paper to define the RWS, yields processes with
increments of similar size over time, which for many applications is natural. Such processes
are studied in Benaïm, Hofbauer, et al. (2009), where the time average in unstable games
is studied, and in Fudenberg, Levine, et al. (2014).
The one class of dynamics for which we have quite general results for convergence
to equilibrium rely on a combination of noisy behavior and satisfaction (Block et al.,
2019; Foster and Young, 2003; Hart and Mas-Colell, 2006; Young and Foster, 2006). A
given player randomly explores the action space until she is satisfied, e.g., her received
payoff is higher than some threshold or close enough to the maximum payoff observed.
Then she keeps taking that action as long as she still is satisfied. The exact setting and
formulation of results vary, but in general models in this category are able to converge
to a Nash equilibrium under general circumstances. The unsatisfactory aspect is that
players are in a sense too unsophisticated, at least if the game is known, and the path to
equilibrium thus might be very long and somewhat unrealistic.
The existing literature building on Young (1993, 1998) has not focused on the convergence to mixed Nash equilibria, but instead focused on the speed of convergence of the
learning process Kreindler and Young (2013) or improving tools for finding stochastically
stable subsets Ellison (2000). To the best of our knowledge no one has conducted a careful
study of the convergence for this type of learning processes to mixed Nash equilibria.

3.1.2.

Summary and Outline

In Section 3.2 the proposed learning process, the Recency Weighted Sampler, is denfied and
we introduce the tools needed to analyze the process. Since we define a framework different
from existing models (most crucially, RWS has a continuous state space) we cannot rely
directly on any existing results and we therefore begin by proving some standard properties
of the learning process. We prove uniform ergodicity for a class of learning process of
which the RWS is a member. Next, we show that in the small-error limit the invariant
distribution of the RWS will concentrate on minimal CURB blocks. Once we have
recovered these properties, we analyze RWS’s behavior inside minimal CURB blocks
that are non-singleton, and show that for any generic game where the minimal CURB
blocks are at most 2 × 2 play will eventually concentrate around Nash equilibria or, when
the sample size is small, around points close to the Nash equilibria. Proofs have been
appended in the end of the paper.
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The Recency Weighted Sampler

We consider a two-player finite game G, iteratively played by two players drawn from
large populations. We assume that a player never plays the game more than once. The
game has two asymmetric player roles, 1 and 2. The sets of pure strategies in the game
are S1 and S2 , containing m1 ∈ N and m2 ∈ N pure strategies respectively; the spaces of
mixed strategies are thus Δ (S1 ) and Δ (S2 ). Throughout the paper, −i denotes the index
{1, 2}\{i}, i ∈ {1, 2}. For σ ∈ Δ (S−i ), we denote by BRi (σ) ⊂ Si the set of best replies
of player i to the mixed strategy σ. We identify Δ (Si ) with the (mi − 1)-dimensional
simplex and denote  (S) := Δ (S1 ) × Δ (S2 ), (S) being endowed with the Euclidean
distance k · k. We denote by B((S)) and P ((S)) the Borel σ-field over (S) and the
set of Borel probability measures over (S), respectively.

3.2.1.

The Stochastic Best Reply of RWS

Each interaction is recorded as a pair (s1 , s2 ), with s1 ∈ S1 and s2 ∈ S2 the strategies played
by each player. Denoting s1 (t) and s2 (t) the strategies played at time t, the history is thus
a sequence of plays
((s1 (t) , s2 (t))) t ∈Z .
(3.1)
The purpose of extending the history to t < 0 is purely technical. We note here that such
an artificial "initial history" represents an initial sampling distribution at t = 0 over the
action space and later we will see that any such distribution can be represented by an
infinite history of interactions.
At each time t, each player of role i ∈ {1, 2} samples k ∈ N plays (with replacement)
from the history of the opposing player role −i. Each sample is drawn independently and
samples are drawn with bias towards more recent plays in a geometric fashion. Namely,
players of role i have a bias β ∈ [0, 1], called the recency parameter, such that at time t the
probability of sampling the interaction from time period t − τ, τ ∈ {1, 2, . . . } is

1 − β βτ−1 .
(3.2)
Therefore, a play of the strategy s ∈ S−i will be sampled by player i with total probability
p−i,s (t) = 1 − β

∞
Õ

βτ−1 1s (s−i (t − τ)),

(3.3)

τ=1

where 1s is the indicator function on s.

We will call pi (t) := pi,1 (t) , . . . pi,mi (t) the state process of player role i at time
t and p(t) := (p1 (t), p2 (t)) for the state process or the learning process, interchangeably. pi (t) is a vector of sampling probabilities obtained by player i from player −i’s
history and is an element of Δ (S−i ). The result of player i’s sampling is a random vector

A RECENCY WEIGHTED SAMPLING DYNAMIC

107


n−i,1 (t) , . . . n−i,m−i (t) of integers, multinomially distributed with parameters k and
→
−
p−i (t). For s ∈ Si , let 1i,s ∈ Δ (Si ) be the unit vector representing the pure strategy s ∈ Si ,
i.e., a vector of of size mi with 0 everywhere except at position s, where it is 1. From her
sample, player i forms an empirical (average) opposing strategy profile
m

−i
1Õ
−−→
D−i (t) :=
n−i,s (t) 1−i,s ∈ Δ (S−i ) .
k s=1

(3.4)

Player i now deems her opponent will play at turn t accordingly to the mixed strategy
D−i (t) and tries to play a best response to it. However, she can make a mistake. Player
i’s error parameter (or mistake frequency) ε ∈ [0, 1] indicates the probability she will
fail to play a strategy in BRi (D−i (t)), and instead play a strategy in Si at random (with
uniform probability). If BRi (D−i (t)) is not a singleton, the realized action is sampled
uniformly from all the elements of BRi (D−i (t)). We denote the outcome of the uniform
c i (x) ∈ Si . The distinction we want
sampling between all best replies to σ ∈ Δ(S−i ) by BR
to emphasize with this notation is that BRi (x) is set-valued (the set of all best replies to x)
c i (x) is Si -valued and random (since a best reply was randomly selected from the
while BR
set BRi (x)).
c i (D−i (t)), with D−i (t) obtained as described above,
Ultimately, player i will play BR
with a probability of 1 − ε; and additionally, play any strategy s ∈ Si with probability ε/mi .
We complete this section by defining the random variable

f i p−i ∈ Si
BR
(3.5)
to be the random choice of strategy obtained by a player i through the following process:
1. Accessing a history of interactions from which plays by the opposing role are
sampled with probabilities given by p−i ;
2. Sampling k opponent actions to form the empirical belief D−i ∈ Δ(S−i );
c i (D−i ), except in a fraction ε of the time when a
3. Playing the best response BR
randomly selected strategy is played.

3.2.2.

The Dynamics of RWS

At t = 0, an initial history ((s1 (u) , s2 (u))) u∈Z− , si (u) ∈ Si , is given. At each time
t ∈ N0 , two new individuals are assigned to the roles. They use the same parameters
values k, β, and ε. After
 sampling from the history with recency parameter β, they play
f
si (t) = BRi p−i (t) , i = 1, 2, where p−i (t) is exactly the historical distribution of plays
with recency bias. The realized strategy profile (s1 (t) , s2 (t)) is appended to the history,
and the procedure restarts. The exponential nature of sampling leads to the following
characterization of the RWS learning process. A proof can be found in Appendix 3.A.1.
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Proposition 1 The state process of player i, pi (t) ∈ Δ (Si ), obeys the equation
 −−−→
pi (t + 1) = βpi (t) + 1 − β 1i,si (t)

(3.6)


f i p−i (t) is drawn randomly according to the model.
where si (t) = BR
The order of historical plays is not necessary
to characterize the model, all the relevant


information is captured in p1 (t) , p2 (t) ∈  (S). From the position p1 (t) , p2 (t) ∈
 (S), at most m1 m2 different points p1 (t + 1) , p2 (t + 1) may be reached. Conditioned on p(t), for any s1 ∈ S1 and s2 ∈ S2 the point

 −−→
 −−→
βp1 (t) + 1 − β 11,s1 , βp2 (t) + 1 − β 12,s2
(3.7)
will be reached when s1 (t) = s1 and s2 (t) = s2 , which happens with probability
2


Ö
f i (p−i (t)) = si | p−i (t) ,
P BR

(3.8)

i=1

since we assume players sample independently of each other, and





f i p−i (t) = si = (1 − ε) P BR
c i (D−i (t)) = si + ε/mi ,
P BR

(3.9)

where D−i (t) ∈ Δ (S−i ) is a multinomial combination of strategies (with parameters k
and p−i (t)).

3.2.3.

Markovianity

By construction (p(t); t ∈ N) is a Markov chain taking values in  (S). Since its state space
is the continuous set (S), its transition kernel is a function P : (S) × B((S)) → R
with the standard Markov kernel properties. The kernel takes a tuple (x, B) and returns
the probability of the chain transitioning from x to B in one period. The kernel is the
continuous state space equivalent of the transition rate matrix in discrete state space
models. From the dynamics of RWS, we derive P to be the following Markovian kernel:
for all (p1 , p2 ) ∈ (S) and B ∈ B((S)),
m1 Õ
m2


 Õ


f 1 p2 = s1 , BR
f 2 p1 = s2 ×
P (p1 , p2 ), B =
P BR

(3.10)

s1 =1 s2 =1

1B



 −−→
 −−→
βp1 + 1 − β 11,s1 , βp2 + 1 − β 12,s2 .
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2

1,
−1,
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2
−1
1

−1,
1,

1
−1

Table 3.1: The Matching Pennies payoff bimatrix. The row player has the "agreeing" role,
aiming to match strategy with the column player, who has the "disagreeing" role, and aims

to play differently than the row player. The unique mixed Nash equilibrium is 21 , 21 ,
fifty-fifty randomization for both players.
Remark 2 An underlying assumption of the RWS is that there exists a probability space
(Ω, F , P) carrying all the random variables necessary for deﬁning the learning process. The
space is ﬁltered by F, the natural ﬁltration of the state process, and satisﬁes the usual conditions. The assumption is innocent, it only requires the space to carry a countable number
of independent random variables. It is in this ﬁltered space that we subsequently study the
learning process as a Markov chain.

3.2.4.

Convention Formation in Matching Pennies

To better understand why RWS is suitable for the formation of mixed strategy conventions,
consider perhaps the simplest normal form game with a unique mixed Nash equilibrium:
Matching Pennies, presented in Table 3.1. In this elementary example, we compare the
behavior of RWS to the behavior of the finite memory process of Young (1993) by simulation. Consider a finite memory learning process where the length of the history is
m = 9, and both players sample the whole history and play without a mistake, i.e., k = m
and ε = 0. Assume that the history contains, reading from the oldest to the latest entry,
four interactions where both players took action 1, followed by five interactions where
both took action 2. The row player will then take action 2 and the column player action
1. However, since the interaction that falls out of the history is one where the column
player played 1, the sample to which the row player responds will not change until the
1:s in the end of the history have all fallen out and the first interaction with a 2 falls out
of the history. At that point, the history contains five interactions where the column
player played 1, so now the row player wants to play 1 as well. However, by now all the
interactions in the history are such that the row player played 2. So for the coming five
interactions they will both take action 1.

 
 
 

111122222
222222222
222211111
111111111
→
→
→
→ ···
(3.11)
111122222
222211111
111111111
111122222
The behavior in the next period depends as much on what falls out of the history as what
is added, generating a cycling behavior. The cycling behavior does not only happen in
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this special case but is a general feature observed when simulating finite memory based
learning processes, see Figure 3.2 for simulated example.

Figure 3.2: A 10 000 period simulation of Young’s finite memory learning process on
Matching Pennies with m = 1000, k = 20, ε = 0.05. Initiated at the mixed Nash
equilibrium.

Figure 3.3: A 10 000 period simulation of the Recency Weighted Sampler on Matching
Pennies with β = 0.999, k = 20, ε = 0.05. Initiated at the corner (1,1).
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In Figure 3.3 we see that this cycling behavior is not a property of the RWS dynamic.
Since it does not have a cut-off where observations fall out of memory, this type of cycling
does not happen.

3.3.

Main Results

3.3.1.

Ergodicity

Our first result is Theorem 3 which states conditions for when the RWS state process is
uniformly ergodic. Our proof relies on proving open-set accessibility of P and arguments
from functional analysis. It can be found in Appendix 3.A.1. When P is considered as an
operator real-valued functions on (S), it has a certain squeezing property that flattens
out Lipschitz continuous functions. Combined with the open-set accessibility this yields
geometric convergence of RWS’s distribution to a unique probability measure on (S)
invariant with respect to P. We state the theorem in the language of the theory of Markov
processes where these properties are called uniform ergodicity.
Theorem 3 If ε > 0 and β ∈ (1−max{m1 , m2 }−1 , 1), then the Markov chain with kernel
P is uniformly ergodic.
In other words, for whichever initial distribution ν ∈ P ((S)) that p(0) is drawn
from, the distribution of p(t) will converge "geometrically uniformly" as t → ∞ to the
probability measure µ∗ε which is the unique solution of µ∗ε P = µ∗ε . More precisely, for
every ε ∈ (0, 1] there exists a unique µ∗ε ∈ P ((S)) such that µ∗ P = µ∗ and for all α ≥ 1,
α
Wα (νP n , µ∗ε ) ≤ cθ n , ν ∈ P ((S)),
(3.12)
where Wα is the Wasserstein distance of order α between measures on (S) (see Definition 6.1 in Villani (2008)), θ ∈ (0, 1), and c is a positive constant depending only on
maxx ∈(S) |x| and α.
The theorem is more general than what is needed for the goal of this paper. The
result holds for any Markov chain with a compact state space and with a dynamic of the
form (3.6), as long as there is a positive lower bound for the probability that any strategy
is played (in any state) and that this probability is Lipschitz continuous as a function of
the state. Examples of best response functions to which Theorem 3 applies are the logit
best reply where
i
h
exp(ηπi (si , p−i ))
f i (p) = si = Í
P BR
,
a∈Si exp(ηπi (a, p−i ))

η > 0,

(3.13)

models where k itself is a random parameter, and models where only robust best responses
to the sample are considered.
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Convergence to Minimal CURB Configurations

Before turning to the convergence to minimal CURB blocks, one minor technical detail
most be resolved. A minimal CURB block is a collection of strategy profiles C = C1 ×C2 ⊂
S such that the best reply to all mixed strategies in the sub-simplex spanned by those
strategies is always inside the spanning set, i.e. BR(σ) ⊂ C for all σ ∈  (C), where
 (C) := Δ (C1 ) × Δ (C2 ). However, since our agents only reply to samples of size k, it
might be the case that the mixed strategy from the simplex that has a best reply outside a
non-CURB block simply never is sampled. The game below is a simple illustration of this
point.
1
1
2
3

2,
−100,
1,

2
−100
2
0

−100,
2,
1,

2
−100
0

If k = 1 only the best replies to pure strategies will ever be considered. If the process
initially has support only on the block {1, 2} × {1, 2}, the best reply to any sample will
be inside that block, even though 3 is the best reply to most properly mixed strategies.
We could call this smaller set of blocks that are closed under best replies to any strategies
on the k-lattice k-CURB blocks. In most settings, a relatively small k is enough for the
k-CURB blocks to coincide with the CURB blocks. In the rest of the paper, we will speak
of CURB blocks and by that mean k-CURB blocks. Alternatively, one can think of k as
sufficiently large so that the notions coincide.
In what follows, we first prove that the RWS concentrates (in probability) on minimal
CURB blocks for general two player games. Then we prove the concentration of RWS
paths to an approximate mixed Nash equilibrium for games with m1 = m2 = 2 and a
unique mixed Nash equilibrium.
Concentration on Minimal CURB Blocks
While proving concentration of the RWS on minimal CURB blocks we will partially rely
on results for the original finite memory learning process. The RWS dynamics introduces
some difficulties that are not present in the original model, mainly that once a strategy has
been played it never truly disappears from memory but always has a positive probability
of being sampled. However, the probability of sampling that strategy decreases over time
as long as the strategy is not played again. A notion well-suited for the RWS is therefore
the neighbourhood Bδ (C), δ > 0, of C := C1 × C2 ⊂ S, defined as all pairs (p1 , p2 ) in
 (S) such that each of the components puts at least 1 − δ probability on the block C.
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Definition 4 For all δ > 0,
(
Bδ (C1 × C2 ) := p = (p1 , p2 ) ∈  (S) |

mi
Õ
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)
pi,s 1Ci (s) ≥ 1 − δ, i = 1, 2 .

(3.14)

s=1

Let C denote the union of all minimal CURB blocks in the game. To prove the
concentration result Theorem 5, we show that expected time to go from Bδ (C ) C to Bδ (C )
is always bounded, but the expected time spent inside Bδ (C ) once entered goes to infinity
as ε goes to zero. This in turn will imply that as ε goes to zero, the invariant distribution
concentrates on a neighbourhood of C , the union of all minimal CURB blocks.
Theorem 5 If β ∈ (1 − max{m1 , m2 }−1 , 1), then µ∗ε concentrates on Bδ (C ), δ > 0, as ε
goes to zero,
lim µ∗ε (Bδ (C )) = 1, δ > 0.
(3.15)
ε→0

Behavior Inside Minimal CURB
The previous section shows that as ε approaches zero, the RWS spends almost all the time
inside minimal CURB blocks, possibly with rare excursions between different minimal
CURB blocks. In this section, we justify that the RWS can actually concentrate on mixed
Nash equilibria inside minimal CURB sets. This property is the main motivation for
introducing the RWS and in contrast to similar learning processes.
Consider the deterministic mean-value process x,
h
i
f i (x−i (t)) − xi (t), xi (0) = pi (0).
x¤ i (t) = E BR
(3.16)
The process in (3.16) is a deterministic process that can be thought of as a continuoustime evolution of the expected value of the RWS state process (3.6). As a consequence of
Lemma 13, if inside a given minimal CURB, the process (3.16) converges to either a stable
point or a stable orbit with constant distance to a stable point, at least for ε small enough.
We show in Lemma 14, found in the appendices, that for a given time horizon T ,
divided into N time steps of size (1 − β), T = N (1 − β), and η > 0, the probability that
the RWS stays closer than η to the deterministic process x during [0, T ] goes to 1 as β
goes to 1. Taken together, if the deterministic process behaves well in the minimal CURB
blocks of a game, we can control the RWS and its concentration around stable points or
stable orbits by tuning β. The next theorem states that for a 2 × 2 minimal CURB block
with a unique mixed Nash equilibrium the RWS concentrates around a stable point of
(3.16), which is unique.
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Theorem 6 Let G be a 2 × 2 normal form game with a unique completely mixed Nash
equilibrium. If β > 1/2, the there exists a positive constant K such that




Kη2
∗
∗
µε x ∈ (S) : kx − x k ∞ ≥ η = o exp −
, ε > 0, η > 0,
(3.17)
1−β
where x∗ is the unique stationary point of the mean-value process (3.16).
The stationary point of (3.16) naturally depends on k. Under the assumptions in
the theorem above, as k → ∞ the equation ( x¤ 1 (t), x¤ 2 (t)) = (0, 0) is satisfied only by the
Nash equilibrium, call it x̂, and we have that limk→∞ x∗ = x̂. So x∗ can be interpreted as a
approximation of the Nash equilibrium.
The result of Theorem 6 can be extended to games of any size as long as they contain
only minimal CURB blocks that are either 1 × 1, or are 2 × 2 and satisfy the assumption
in Theorem 6. An argument can be found found in Aurell, 2019, II.E.

3.4.

Conclusions and Outlook

We have introduced a new learning process, the RWS, whose main feature is a procedure of
sampling from history interactions biased towards more recent events. We have shown that
the RWS has several interesting properties. The invariant distribution of the RWS (which
is a Markov process with continuous state space) concentrates on minimal CURB blocks
in the small-error limit. So in the long run, the RWS will almost always be inside a minimal
CURB block, perhaps with rare transitions between them. While the process is inside a
minimal CURB block, the (deterministic) mean evolution of RWS will converge to either
a stable point or a stable orbit, and the (stochastic) RWS state process will not deviate far
from it during any finite time horizon with a high probability if the recency parameter β
is sufficiently close to 1. Combining these results we see that in the small-bias small-error
double limit (as ε and β approach 0 and 1, respectively) the RWS almost always is in the
neighbourhood of a stable point or a stable orbit inside a minimal CURB. Furthermore,
since the sampling best reply function we consider is continuous, this implies that if the
RWS state is close to some stable point, then so is play.
For 2 × 2 minimal CURB blocks with a unique Nash equilibrium, we have shown
that the deterministic mean process has a unique stable point which is close to the Nash
equilibrium for most values of k (in essence, values of k that does not permit the players
to be indifferent between strategies after sampling, cf. Lemma 3.66). For games with
minimal CURB blocks larger than 2 × 2, the picture is more complicated, and it is beyond
the scope of this paper to completely map it out. However, for small to intermediate k the
RWS behaves well, at least numerically, when other learning dynamics does not. Consider
the unstable rock paper scissors game, see Table 3.2, studied in e.g. Benaïm, Hofbauer,
et al. (2009).
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R
P
S

R
0, 0
1, −3
−3, 1

P
−3, 1
0, 0
1, −2
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S
1, −3
−2, 1
0, 0

Table 3.2: The payoffin the Unstable
Rock Paper Scissors game. The unique symmetric

Nash equilibrium is

9 10 13
32 , 32 , 32

.

Classical learning processes such as fictitious play or reinforcement learning circles
the Nash equilibrium in a stable cycle. In Figure 3.4 we compare the performance of
RWS with k = 20 and fictitious play with recency. The RWS remains close to the
equilibrium over time, even in this unstable game, while the fictitious play dynamic circles
the equilibrium. When k is larger the RWS behaves as fictitious play with recency. This
is expected, as k grows the sampled beliefs (D1 , D2 ), see (3.4), become more and more
similar to the sampling probabilities by the law of large numbers.

(a) RWS with ε = 0 and k = 20.

(b) Fictitious play with recency.

Figure 3.4: Simulations of behavior in the Unstable Rock Paper Scissors game. Left: RWS
with a low k-value and no noise. Right: fictitious play with recency. The recency parameter
was set to β = 0.9999 in both simulations.
We can numerically validate the bound from Theorem 6 for the Unstable Rock
∗ k
∗
Paper Scissors game. We compute the probability of kp(t) − xRPS
∞ ≤ η under µε ,
∗
where xRPS is the Nash equilibrium (see Table 3.2), for values of β in [0.9, 1] and for
η = 0.01. The decay the probability with increasing β is compared to the theoretical
bound o(exp(Kη2 /(1 − β)) in Figure 3.5.
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Figure 3.5: The estimated probability of the process p being further away than η = 0.01 in
a given time period, and the bound with K = 3.
This paper leaves plenty of questions about the RWS learning process open which
we hope to address in future work. For example, which minimal CURB configurations
will have positive measure in the long run? It should be possible to approach the question
using standard radius and co-radius arguments as in Ellison (2000) or Benaïm and Weibull
(2003). On a final note, we expect that our results for 2 × 2 games can be extended to
games with interior ESS, zero-sum games, potential games, and supermodular games, e.g.
by following the techniques in Hofbauer and Sandholm (2002).

3.A Appendix
3.A.1.

The Basic Properties of the Learning Process

Exponential History
Let us prove Proposition 1. Starting from the definition, we have
p−i,s (t + 1) = 1 − β

∞
Õ

βτ−1 1s (s−i (t − τ + 1)).

(3.18)

τ=1

After index substitution v = τ − 1, splitting the term v = 0 yields
p−i,s (t + 1) = 1 − β



1s (s−i (t)) +

∞
Õ

!
βv 1s (s−i (t − v)) .

(3.19)

v=1

In other words,
∞
 Õ

p−i,s (t + 1) = 1 − β β
βv−1 1s (s−i (t − v)) + 1 − β 1s (s−i (t)).

(3.20)

v=1

We recognize the first term as p−i,s (t), so we are left for every s ∈ S−i with

p−i,s (t + 1) = βp−i,s (t) + 1 − β 1s (s−i (t)),

(3.21)

which is the representation we seek.
Lipschitz Continuity
Lemma 7 For all k ∈ N, i ∈ {1, 2}, and a ∈ {1, . . . , mi },


f i (p) = a
Δ(S−i ) 3 p → P BR
is Lipschitz continuous with Lipschitz coeﬃcient at most (1 − ε)km−i .

(3.22)
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Proof. At the beginning there is a sample with
 respect to probabilities p, yielding a random vector N := n−i,1 (t) , . . . n−i,m−i (t) of integers from the (discrete) probability
distribution
m−i ns
Ö

ps
P N = n1 , . . . nm−i = k!
.
(3.23)
n!
j=1 s
Each N will lead to an empirical opposing strategy profile D, that must belong to some
finite ’simplex grid’
)
(
Õ −−→
Õ
1
ns 1−i,s ; ns ∈ N0 ,
ns = k .
(3.24)
Δ (−i,k) :=
k s∈S
s∈S
−i

−i

Now let us form mi subsets from Δ (−i,k) (which is finite), named Δs(−i,k) for s ∈ Si ,
where x ∈ Δs(−i,k) whenever s ∈ BRi (x). Note that (Δs(−i,k) )s is not a disjoint cover of
Δ (−i,k) except in the special case when each x ∈ Δ (−i,k) has a unique best response. Also,
∪s Δ−i,k
= Δ−i,k since the best response set is never
empty.
s

f i p = a is going to be played is thus obtained
For a ≤ mi , the probability that BR
as follows :
• If the player i trembles, which happens a fraction ε of the time, strategy a is played
with a probability 1/mi , totalling ε/mi .
• Otherwise
the player selects its

 best response, so it will be a with the probability
(−i,k) c
P D ∈ Δa , BRi (D) = a .
In short,




Õ

f i p = a = εra + (1 − ε)
c i (x) = a P (D = x) .
P BR
P BR

(3.25)

(−i,k)
x ∈Δa


However D = x is an event of the shape N = n1 , . . . nm−i , so considering P (D = x) as a
function of p1 , . . . pn , we get
nj

pnb b −1 Ö pj
𝜕P N = n1 , . . . nm−i
= k!
,
(3.26)
(nb − 1)!
𝜕pb
nj !
j≠b

with the convention 1/(−1)! = 0 for continuity. So relatively to the norm k.k ∞ over
Δ (S−i ), the Lipschitz constant of the probabilities P D ∈ Δa(−i,k) are at most


m−i 𝜕P D ∈ Δa(−i,k)
Õ
b=1

𝜕pb

≤

m−i Õ
Õ
b=1 x ∈Δ (−i,k)
a

k!

pnb b −1
(nb − 1)!

n

m−i p j
Ö
j
j=1
j≠b

nj !

.

(3.27)
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However we know that
pbnb −1

Õ
x ∈Δ (−i,k)

(nb − 1)!

n

m−i p j
Ö
j
j=1
j≠b

nj !

=

1
,
(k − 1)!

(3.28)

as this is the multinomial
formula
for k − 1 draws. Since Δa(−i,k) ⊂ Δ (−i,k) , the Lipschitz


constant of P D ∈ Δa(−i,k) is at most
m−i
Õ
b=1

k!

1
= km−i .
(k − 1)!



c i (x) = a from (3.25) by 1, the Lipschitz constant for
Bounding P BR



fi p = a
p ↦→ P BR

(3.29)

(3.30)

is at most (1 − ε) km−i .
Proof of Theorem 3
The proof relies on arguments from functional analysis, therefore we introduce here some
function spaces. Let C := C ((S); R), the set of real-valued continuous functions on
(S), endowed with k · k ∞ the uniform norm. Let L ⊂ C be the subspace of Lipschitz
continuous functions over (S), endowed with the seminorm k · k L

kf k L =
sup
|f (x) − f (x 0)|/|x − x 0 | .
(3.31)
x,x0 ∈(S):x≠x0

The norm kf k Z := max(kf k ∞ , kf k L ) makes L a Banach space. The unit ball in (L , k·k Z )
is compact.
The RWS transition kernel P can be interpreted as an operator from C to C
P:C→C
m1 Õ
m2
Õ
f (x) ↦→
P (σ (x, (s1 , s2 ))) f (Γ(x, (s1 , s2 ))) .

(3.32)

s1 =1 s2 =1

where we define for x = (x1 , x2 ) ∈ (S) and s = (s1 , s2 ) ∈ S


f 1 (x2 ) = s1 , BR
f 2 (x1 ) = s2
σ (x, s) := BR

 −−→
 −−→
Γ(x, s) := βx1 + 1 − β 11,s1 , βx2 + 1 − β 12,s2 .

(3.33)

As an operator, P is linear and continuous. However, it is not compact. The core idea of
this appendix is to show that for a Lipschitz continuous function f , our operator squeezes
f in the sense that kP n f k goes towards a constant function.
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Some of the proofs in this appendix are inspired by an unpublished manuscript,
Dinetan (2018), which studies the Krein-Rutman theorem for non-compact operators
with a certain squeezing property on Lipschitz continuous functions.
Approximate History
For i ∈ {1, 2}, j ∈ {1, . . . , mi }, and t ∈ N, let ωi,j,t := 1j (si (t)) be the indicator of a play
j by player i at time t, so that
pi,j (t) = 1 − β

∞
Õ

βτ−1 ωi,j,t−τ .

(3.34)

τ=1

We will call Σ (i) := {0, 1}mi ×N the set of binary arrays, indexed by s ∈ {1, . . . , mi } and
(i)
t ∈ N, such that for every t there is exactly one s such that Σs,t
= 1. In other words, Σ (i)
represents a possible history for player i, where a 1 at the entry (s, t) indicates that s was
played at time t. Likewise, for n ∈ N, we will call Σ (i,N ) := {0, 1}mi ×N the set of binary
arrays indexed by s ∈ {1, . . . , mi } and t ∈ {1, . . . N } obeying the same condition, in other
words the history up to time N .
Let pi ∈ Δ (Si ). We are going to exhibit a sequence of plays of finite length N , i.e.,
an ω ∈ Σ (i,N ) for some N ∈ N, such that the partial sum
(N )
pi,j
:= 1 − β

N
Õ

βt−1 ωi,j,τ

τ=1

falls close to pi . Namely, we want to prove the following.

Lemma 8 Let pi ∈ Δ (Si ) and δ > 0. We assume that 1 − β mi ≤ 1. There exists an
N (δ) ∈ N, independent of i and pi , such that there is a history ωi(N ) ∈ Σ (i,N ) for each
N ≥ N (δ) which satisﬁes
(N )
pi,j

= 1−β

N
Õ

(N )
βτ−1 ωi,j,τ
∈ max{pi,j − δ, 0}, pi,j



(3.35)

τ=1

for all j ∈ {1, . . . , mi }.
(0)
Proof. The following algorithm provides a proof of Lemma 8. Start by setting pi,j
=0

for all j = 1, . . . , mi , and ωi(0) to the empty array of dimensions 0 and mi . Define N (δ) as
the smallest N ∈ N such that βN < δ, i.e.,
N (δ) := inf {N ∈ N : βN < δ}.
For t ∈ {1, . . . N (δ)}, repeat the following steps :

(3.36)

A RECENCY WEIGHTED SAMPLING DYNAMIC

121

(t−1)
1. Look for the indices j ∈ {1, . . . , mi } such that pi,j − pi,j
is maximal, and call any
of these indices a.
→
−
(t)
(t)
2. Append 1 1,a to ωi(t) . Now ωi,a,t
= 1 and ωi,j,t
= 0 for j ≠ a.
(t)
3. Compute pi,j
accordingly to (3.35) and the updated history ωi(t) .
(N (δ))
Return the final history ωi(N (δ)) and values pi,j
.
We are going to prove inductively that for every t ∈ N, we always have
(t)
pi,j
≤ pi,j ,

and

mi
Õ

j = 1, . . . , m

(3.37)

(t)
pi,j
= 1 − βt .

(3.38)

j=1
(0)
For t = 0, (3.37) is true since pi,j is non-negative and pi,j
= 0 for all j = 1, . . . , mi , which
also yields that (3.38) holds at t = 0. Now assume that (3.37)–(3.38) hold at time t. Since
Ími
(t)
t
j=1 pi,j = 1, the maximal difference max1≤j ≤mi (pi,j − pi,j ) must be at least β /mi . By
definition, then ωi,a,t+1 = 1 for some a ∈ {2, . . . , mi } and
(t+1)
pi,a
= (1 − β)

t+1
Õ

(t+1)
βτ−1 ωi,a,τ

τ=1
(t+1)
= (1 − β)βt ωi,a,t+1
+ (1 − β)

t
Õ

(t)
βτ−1 ωi,a,τ

τ=1



t

(t)
pi,a

= 1−β β +


1
≤ (1 − β) −
βt + pi,a
mi

Therefore, since 1 − β mi ≤ 1 as assumed, the right-hand side is also bounded by pi,j .
(t+1)
(t)
(t+1)
As for other strategies j ≠ a, since pi,j
= pi,j
the inequality pi,j
≤ pi,j holds and we
have proven the induction step for (3.37). Now we also know that

(t+1)
(t)
(t+1)
pi,j
− pi,j
= 1 − β βt ωi,j,t+1
,
(t+1)
and since exactly one among the mi entries in ωi,t+1
is 1, the other being zero, we have
mi 
Õ
j=1



(t+1)
(t)
pi,j
− pi,j
= 1 − β βt .
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The induction hypothesis thus leads us to
mi
Õ


(t+1)
pi,j
= 1 − βt + 1 − β βt = 1 − βt+1 ,

j=1

which proves (3.38) by induction. So in particular after time N (δ), by choice of N (δ),
for every N ≥ N (δ) we have
mi
Õ
(N )
pi,j
> 1 − δ,
j=1

Í
(N )
(N )
while pi,j
≤ pi,j for every j. Since j pi,j = 1, this is possible only if pi,j
> pi,j − δ for
each j = 1, . . . , mi , leading to the result.
Open Set Accessibility
Let x = (x1 , x2 ) ∈ (S). We apply Lemma 8 with δ = ε to x1 and x2 , yielding play records
(N (ε))
ω1(N (ε)) and ω2(N (ε)) , and values pi,j
such that for every 1 ≤ j ≤ mi and N ≥ N (ε),

(N )
pi,j
∈ max{xi,j − ε, 0}, xi,j .

(3.39)

We know that for any B ∈ B((S)),
P (x, B) =

m1 Õ
m2
Õ

σ (x, s) 1B (Γ (x, s)) ,

(3.40)

s1 =1 s2 =1

and σ (x, s) is uniformly bounded from below by η = ε/(m1 m2 ) > 0.
The play records ω1(N ) and ω2(N ) up to time N from the previous Lemma are now
read in reverse time order. At each time step t ∈ {0, . . . N − 1}, there is a probability at
(N )
least η2 that player 1 chooses the strategy 1 ≤ a ≤ m1 given by ω1,a,N
−t = 1, and player 2
(N )
chooses the strategy 1 ≤ b ≤ m2 given by ω2,b,N
= 1. Therefore the plays up to time
−t

N have a probability at least η2N > 0 of being dictated by ω1(N ) and ω2(N ) . When
this

happens, thanks to the Proposition 1, a history having started by p1 (0) , p2 (0) = p will
now be at the position
p1 (N ), p2 (N )



=

N 
Õ




(N )
(N )
1 − β βt−1 ω1,t
, 1 − β βt−1 ω2,t

(3.41)

t=1



+ βN p1 (0) , βN p2 (0) ,
with probability greater or equal to η2N .

(3.42)
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By Lemma 8, the choice of the records ω1(N ) and ω2(N ) makes j:th component of the
sum on the right-hand side of (3.41) take some value between (max{x1,j − ε, 0}, max{x2,j −
ε, 0}) and (x1,j , x2,j ). As we also have βN < ε and pi,j (0) ≤ 1, we get pi,j (N ) ∈
xi,j − ε, xi,j + ε . We conclude that for all N ≥ N (ε)

P |p(N ) − x| < ε ≥ η2N .
(3.43)

In other words, it means that the point y = p1 (N ) , p2 (N ) , which is in an ε-neighbourhood
of x, is accessible from p in N steps.
Lipschitz Friendliness Property
The next lemma proves that P has a "squeezing" property on Lipschitz functions in the
following sense: there are λ+ > λ− ∈ R+ such that for every f ∈ C holding kf k L ≤ λ+
and kf k ∞ ≤ 1, then kPf k L ≤ λ− and kPf k ∞ ≤ 1. We say that P is "Lipschitz-friendly"
since it has this property.
Lemma 9 There is a positive constant c such that P is Lipschitz-friendly with λ+ =
and λ− = βλ+ + c.

2c
1−β

Proof. Let f hold these properties in the Lemma statement, let p, p0 ∈  (S), and consider
the difference

 Õ




Pf p0 − Pf p =
σ p0, s f Γ p0, s − σ p, s f Γ p, s .
(3.44)
s∈S

Here, let us use the identity
1
1
(a + c) (b − d) + (a − c) (b + d)
2
2
to transform the summand in (3.44) into




1
σ p0, s + σ p, s f Γ p0, s − f Γ p, s
2




1
+
σ p0, s − σ p, s f Γ p0, s + f Γ p, s .
2
On the top row of (3.46), from Γ Lipschitz of constant β, we have


f Γ p0, s − f Γ p, s ≤ p0 − p ∞ βkf k L .
ab − cd =

(3.45)

(3.46)

(3.47)

Therefore we get
Õ





σ p0, s + σ p, s f Γ p0, s − f Γ p, s

(3.48)



σ p0, s + σ p, s p0 − p

(3.49)

s∈S

≤

Õ

∞

βkf k L

s∈S

= 2βkf k L p0 − p

∞

.

(3.50)
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The last equality holds since the sum is taken over a disjoint partition of the space of
outcome.
As a function of only the first argument σ is Lipschitz continuous, uniformly over s,
with Lipschitz constant at most
(1 − ε) k (m1 + m2 ) .
To simplify notation, denote the Lipschitz constant by Lσ . For the bottom row of (3.46)
we then have the estimate


σ p0, s − σ p, s ≤ Lσ p0 − p ∞ ,
and we get
Õ
≤

s∈S
Õ





σ p0, s − σ p, s f Γ p0, s + f Γ p, s

Lσ p0 − p

∞

2 f

∞

s∈S

≤ 2Lσ f

∞

m1 m2 p0 − p

∞

.

Let us denote
λ := max {1, m1 m2 Lσ } ,
so that in the end, we have



Pf p0 − Pf p ≤ βkf k L + λ f
Therefore, whenever f

∞


∞

p0 − p

∞

.

≤ 1 and
kf k L ≤ λ+ :=

2λ
,
1−β

the Lipschitz constant of Pf will be at most βλ+ + λ =: λ− < λ+ by choice of λ+ . It follows
that P is Lipschitz-friendly with these λ+ and λ− .
Geometric Convergence of the Spread of Lipschitz functions
Denote by B the subset of L such that f ∈ B if kf k ∞ ≤ 1 and kf k L ≤ λ+ . B is compact
in L (endowed with the norm k · k Z ) by the Arzelà–Ascoli theorem. Essentially, B is the
set that is squeezed by P. P squeezes B into a compact set C1 := {Pf ; f ∈ B} ⊂ B. Also,
Cn+1 := {Pf ; f ∈ Cn } ⊂ Cn are compact.
We define the spread of a function f ∈ C to be
[f ] := max f (x) − min f (x)
x ∈(S)

x ∈(S)
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Lemma 10 There exists constants c ∈ (0, 1) and n ∈ N such that for all non-negative
f ∈ C1 :
[P n f ] ≤ c.
Proof. Let C1+ := {f ∈ C1 : f (x) ≥ 0, x ∈ (S)}. C1+ is compact and so is also
Dδ := {f − δ; f ∈ C1+ },

δ ∈ (0, 1/2) .

Dδ can be covered by N ∈ N open balls of radius δ centered at the functions h1 , . . . , hN ∈
Dδ . Hence, for all f ∈ C1+ ,
max{0, hi } ≤ f ≤ max{0, hi } + 2δ
for some i ∈ {1, . . . , N }. The functions max{0, hi } are in C1+ , hence either zero everywhere or with support on an open set in (S). By the previous estimate (3.43) (open set
accessibility) there is for each max{0, hi } falling into the latter category constants bi > 0
and ni ∈ N such that
P ni max{0, hi }(x) ≥ bi ,

x ∈ (S).

Since the cover of Dδ is finite, there are common constants b > 0 and n ∈ N such that for
all max{0, hi } not zero everywhere,
P n max{0, hi }(x) ≥ b,

x ∈ (S).

Let f ∈ C1+ . If max{0, hi } ≠ 0 it follows from max{0, hi } ≤ f ≤ 1 that minx ∈(S) P n f (x) ≥
b and hence [P n f ] ≤ 1 − b. If max{0, hi } = 0, f ≤ 2δ yields [P n f ] ≤ 2δ. Let
c := max{1 − b, 2δ}, then c ∈ (0, 1) and
[P n f ] ≤ c,

f ∈ C1+ .

Lemma 11 There exists positive constants θ ∈ (0, 1) and a < +∞ such that
[P n f ] ≤ akf k L θ n ,
and a is independent of f .

f ∈ L,
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Proof. Recall that P is Lipschitz friendly with
λ+ =

2λ
,
1−β

λ− = βλ+ + λ

for any λ = max{1, m1 m2 Lσ } as in the previous section. We notice the following transformation: for all f ∈ L , there exists an f̄0 ∈ L non-negative with k f̄0 k ∞ ≤ 1, and an y0 ∈ R,
such that
f = [f ] f̄0 + y0
Denote the Lipschitz constant of f̄0 by λ̄0 . Let f0 be the following scaling of f̄0 :
f0 =

f̄0
max{1, λ̄0 /λ+ }

.

Then f0 ∈ B and we have that
f = max{1, λ̄0 /λ+ }[f ]f0 + y0
and hence that
P n+1 f = max{1, λ̄0 /λ+ }[f ]P n+1 f0 + y0 .
Since Pf0 ∈ C1+ , by Lemma 10 we have that [P n f0 ] ≤ c where c ∈ (0, 1). Furthermore,
by Lipschitz friendliness of P, kP n+1 f0 k L ≤ λ+ . Therefore there exists an f̄1 ∈ L with
k f̄1 k ∞ ≤ 1 and k f̄1 k L ≤ λ+ /c, and an ȳ1 ∈ R, such that
P n+1 f0 = cf̄1 + ȳ1
Let p be the smallest integer such that

 − p 
1−β p
λ
=
<c
λ+
2
Since kP f̄1 k L ≤ λ− /c we get that kP p f̄1 k L ≤ λ+ and hence P p f̄1 ∈ B.
Denote f1 := P p f̄1 , then for some y1 ∈ R,
P n+p+1 f = max{1, λ0 /λ+ }[f ]cf1 + y1 .
Recursively carrying out the procedure ℓ ∈ N times, we get that
P ℓ (n+p)+1 f = max{1, λ0 /λ+ }[f ]cℓ fℓ + yℓ ,

fℓ ∈ B, yℓ ∈ R.

We now note that since λ0 [f ] is the Lipschitz coefficient of f and (S) is compact:
max{1, λ0 /λ+ }[f ] ≤ kf k L
Since also [Pf ] ≤ [f ], there exists a ∈ R and θ ∈ (0, 1) independent of f so that
[P n f ] ≤ akf k L θ n ,

f ∈ L.
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Proof of Uniform Ergodicity
The existence of a probability measure invariant with respect to P follows readily by the
compactness of (S) and e.g. Schauder’s fixed point theorem. The set P ((S)) endowed
with the weak topology (metrized by the 1-Wasserstein distance) is compact, since (S) is
a compact Euclidean set. As a mapping from P ((S)) to itself, P is therefore compact.
It is also continuous: let µn → µ in P ((S)) and let f ∈ L . Then by following the
calculations of Section 3.A.1 we see that Pf is Lipschitz continuous, hence as n → ∞
∫
∫
n
f (x)µ P (dx) =
Pf (x)µn (dx)
(S)
(S)
∫
∫
→
Pf (x)µ(dx) =
f (x)µP (dx)
(S)

(S)

implying that µn P → µP. The existence of a fixed point now follows by Schauder’s
theorem.
Towards uniqueness, assume that µ0, µ ∈ P ((S)) are invariant with respect to P.
Then, by using the result Lemma 11, we have that for all f ∈ L , P n f → K (f ), a constant
depending on f . Hence
µ0f = lim µ0P n f = K (f ) = lim µP n f = µf,
n→∞

n→∞

(3.51)

and ν = µ in the weak topology and the invariant probability measure is unique.
We now turn to the geometric convergence. Let L1 := {f ∈ L : kf k L ≤
1, f bounded } and let k · k W denote the 1-Wasserstein metric on P ((S)). Let furthermore µ be the invariant probability measure with respect to P. Recall that for
all f ∈ L1 , there exists a function g ∈ L1 bounded by 1 and an y ∈ R such that
P n f = [P n f ]g + y, where the brackets [ · ] denotes the spread of a function. By Lemma 11
and the Kantorovich-Rubenstein theorem, for all ν ∈ P ((S)),
kνP n − µk W = sup |σP n f − µf |
f ∈L1

= sup |νP n f − µP n f |
f ∈L1

= sup [P n f ]

∫

f ∈L1

≤ 2aθ n .
Proof of Theorem 5
Proof. The proof consists of four steps.

∫
g(x)ν(dx) −

(S)

g(x)µ(dx)
(S)
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Step 1. Bounding the probability of reaching Bδ (C ) in ﬁnite time.
To find a lower bound for the probability to go from an arbitrary point p(t) ∈ Bδ (C ) C
to Bδ (C ) in finite time we create a particular path of positive probability that does exactly
that. Let p(t) ∈ (S) be given and let s1 ∈ S1 × S2 be the strategy profile played at in
period t. Either s1 is a CURB block, or the best reply set to s1 contains a strategy not in s1 ,
→
−
BR( 1s1 ) ⊄ s1 . If the former statement is true this step of the proof is complete. That is not
always the case, therefore assume that we are in the case of the latter statement, i.e. that
the best reply set to s1 contains a strategy not in s1 . Then, the probability of both players
only sampling s1 at time t + 1 is bounded from below by (1 − β) 2k . Hence the probability
→
−
of a strategy profile s2 ∈ BR( 1s1 ), s2 ≠ s1 , being played is bounded from below by

 (1 − β) 2k
f
P BR(p(t))
= s2 | p(t) ≥
(1 − ε) 2 .
m1 m2

(3.52)

Now let F2 be the smallest block F2 ∈ S1 × S2 that contains {s1 , s2 }. Either F2 is a CURB
block or BR(Δ(F2 )) ⊄ F2 , in which case there is at least one sample D of size k from
F2 such that BR(D) ⊄ F2 . The probability of sampling that particular D, and the best
replies to D being such that at least one of them is not in F2 , is again bounded away from
zero. Until we have sampled a sequence of strategy profiles, each extending the set Fi , such
that Fi is a CURB block, there is always some sample with positive sampling probability
such that BR(D) ⊄ Fi . The probability of playing a strategy si which is a best reply to D
which is not in Fi , si ∈ BR(D) ∩ (Fi ) C , is therefore bounded from below by
 2k

βi−1 (1 − β)
i
f
(1 − ε) 2 .
P BR(p(t + i − 1)) = s | p(t + i − 1) ≥
m1 m2


(3.53)

Keep filling Fi , Fi+1 , Fi+2 , . . . with strategies from the CURB block in this fashion, so that
FT spans a CURB block and T ≤ m1 + m2 Hurkens, 1995, Lemma 1. To get a uniform
lower bound, assume that T = m1 + m2 and that once Fi is a CURB block the following
T − i strategy profiles are inside the CURB block. The probability of this progression
of plays is bounded from below: let E be the event that p(t + T ) puts at most βT +1 mass
outside the CURB block spanned by FT , then
P (E) ≥

β2k

 (T −1)!

1−β

mT1 mT2

 2Tk

(1 − ε) 2T .

(3.54)

Inside the CURB block spanned by FT , there is a minimal CURB block which we denote
by C = C1 × C2 . The probability of both players sampling from C given the state p(t + T )
(as described above) is greater or equal to
 2k
 
P (D1 /k, D2 /k) ∈ (C) | D from p(t + T ) ≥ βT (1 − β) (1 − ε) 2 .

(3.55)
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Starting from p(t) ∈ Bδ (C) C , a sequence of plays that results in p(t + T + T ∗ ) ∈ Bδ (C)
is to play T strategies to fill FT followed by T ∗ strategies from the minimal CURB block
C. Conditional on p(t) ∈ Bδ (C ) C and the aforementioned event E, the probability that
p(t + T + T ∗ ) ∈ Bδ (C) ⊂ Bδ (C ) is bounded from below by


P (D1 , D2 ) (t + T + i) ∈ (C), i = 0, . . . , T ∗ − 1 | p(t + T ) as above
(3.56)

 2kT ∗
≥ βT (1 − β) (1 − ε)
=: γ(ε, T, T ∗ ).
∗

Now p(t + T + T ∗ ) gives at most βT probability to all strategy profiles outside (C).
∗
Therefore, we pick δ > 0 and let T ∗ ∈ N be such that βT < δ and, summarizing the
analysis in this step, we have derived a bound on the probability of moving from any point
p(t) ∈ Bδ (C ) C to Bδ (C ) in T + T ∗ steps. We denote this bound by K and it is given by
∗

P T +T (p(t), Bδ (C ))
 (T −1)!
 2TK
β2k
1−β
(1 − ε) 2T
≥
γ(ε, T, T ∗ ) =: K.
T
T
m1 m2

(3.57)

Step 2. Expected exit time from Bδ (C ).
Once in Bδ (C ), one of two things must happen for the process to leave. Either one player
makes a mistake or one player samples at least one strategy from outside the minimal
CURB block C the process is currently centered around. So instead of calculating the
time to the first exit, denoted τε , we calculate the expected time until one of these two
things happen the first time. Let τε∗ denote the time, starting from t = 0, until either a
strategy is sampled outside C or one player makes an ε-tremble. We denote the expression
for the probability that τε∗ > t ∗ , t ∗ ∈ N, with Qε (t ∗ ),
∗

Qε (t ) := P

τε∗

∗



> t | p(0) ∈ Bδ (C) =

t∗
Ö

(1 − βt δ) 2k (1 − ε) 2 .

(3.58)

t=0

Í
Î∞
t
For the case ε = 0, we use the fact that ∞
t=0 β δ is convergent to conclude that
t=0 (1 −
t
2k
β δ) approaches a non-zero limit. Since Qε is decreasing and non-negative,
(
Q∗ ∈ (0, 1), if ε = 0,
∗
lim
Q
(t
)
=
(3.59)
ε
t ∗ →∞
0,
if ε > 0.
We can now derive a bound for τε , the expected time to exit from Bδ (C ),
 
E [τε ] ≥ E τε∗


≥ E τε∗ | τε∗ ≥ t ∗ , p(0) ∈ Bδ (C)
× P(τε∗ ≥ t ∗ | p(0) ∈ Bδ (C))P(p(0) ∈ Bδ (C)))
≥ t ∗ Qε (t ∗ )ν(Bδ (C)),

(3.60)
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where ν is the initial distribution of the state process and ν(Bδ (C)) is the probability
that p(0) ∈ Bδ (C). We know that the state process converges weakly to the invariant
distribution for all initial distributions and therefore ν is any distribution on (S) of our
choice. Choosing ν as the distribution of the constructed p(t + T + T ∗ ) from above,
E [τε ] ≥ t

∗

t∗
Ö

(1 − βt δ) 2k (1 − ε) 2

t=0

(3.61)

∗

∗

= t (1 − ε) 2t Q0 (t ∗ )
∗

≥ t ∗ (1 − ε) 2t Q∗ ,
∗

where t ∗ is any positive integer. For a fixed ε, the function t ∗ ↦→ t ∗ (1 − ε) 2t is maximized
by t ∗ (ε) = −(2 ln(1 − ε)) −1 . There is therefore a decreasing sequence of positive numbers
∞ , tending to zero as j → ∞, such that t ∗ (ε ) is an integer and
(εj )j=1
j
E[τε ] ≥ −

Q∗
,
2e ln(1 − εj )

(3.62)

which diverges to ∞ as j → ∞.
Step 3. Bounding µ∗ε (Bδ (C) C ) from above.
We know that for any ε > 0 there exists a unique invariant probability measure µ∗ε . We
also have a lower bound for P (x, Bδ (C )) uniform over x ∈ Bδ (C ) C , and a lower bound
for the expected time the process stays in Bδ (C ) once it has entered.
The probability given by the invariant distribution to the set Bδ (C ) is at least the
sum over n of the probability of: the state process not being in it (n + 1) (T + T ∗ ) steps
ago, but in it n(T + T ∗ ) steps ago, and then staying there for at least n(T + T ∗ ) time
steps,
1≥

µ∗ε (Bδ (C ))

≥

∞ ∫
Õ
n=0

Bδ (C ) C









≥ µ∗ε Bδ (C ) C

P

T +T ∗

(x, Bδ (C )) dµ∗ε (x)

∞

Õ
K
P
n=0

≥ µ∗ε Bδ (C ) C


τε
≥
n
T + T∗



P (τε ≥ n(T + T ∗ ))

!

 
K
E τε∗ .
∗
T +T

Step 4. Putting it all together.
The collection (µ∗ε )ε>0 is tight because (S) is compact. So there exists a subsequence
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that converges weakly to µ∗ ∈ P ((S)). The limit µ∗ is not necessarily unique, however,
by the Portmanteau theorem,
lim inf µ∗ε (U ) ≥ µ∗ (U )

(3.63)

ε→0

for all open sets U of (S). Note that Bδ (C ) C is open, and
µ∗ε (Bδ (C ) C ) ≤

T + T∗
.
KE[τε∗ ]

(3.64)

 
Since K > 0 increases as ε → 0, E τε∗ → ∞ as ε → 0, and T + T ∗ does not depend on
ε,
µ∗ (Bδ (C ) C ) ≤ lim inf µ∗ε (Bδ (C ) C ) ≤ (T + T ∗ )lim inf
ε→0

ε→0

1
= 0.
KE[τ ∗ ]

(3.65)

We conclude that that µ∗ε (Bδ (C )) → 1 as ε → 0.

3.A.2.

Concentration Around Approximate Nash Equilibrium

Parts of this appendix relies on the assumption that the game is of size 2 × 2 and has a
unique mixed Nash Equilibrium. Generically, all 2×2 games without pure Nash equilibria
must have the basic Matching Pennies structure. One player will be ’agreeing’ and the
other ’disagreeing’ in the sense that the best reply of the agreeing player is to play the same
strategy (0 or 1) as the disagreeing player. On the other hand, the disagreeing player’s
best reply is to not play the same strategy as the agreeing player. Any other situation will
generically yield at least one pure equilibrium, and generically a strict pure equilibrium.
Unique Fixed Point to the Expected Best Reply
Lemma 12 Let G be a 2 × 2 game with a unique mixed Nash equilibrium x̂ and let k,
the number of samples, be an integer such that x̂1 k ∉ N and x̂2 k ∉ N. Then there exists a
unique ﬁxed point x∗ = (x1∗ , x2∗ ) ∈ int((S)) to the system
h
i
∗

f

E
BR
(x
)
= x1∗ ,
1


2
h
i
(3.66)

f 2 (x1∗ ) = x2∗ .
 E BR

Proof. We will refer to the player 1 and 2 as the agreeing and the disagreeing player, respectively. The Nash equilibrium x̂ = ( x̂1 , x̂2 ) defines the ’cut-off’ Mi := bx̂i kc, i = 1, 2. The
cut-off is such that if more than M1 of the agreeing player’s k samples from the disagreeing
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player’s history are 1, he plays 1. The disagreeing player will play strategy 1 if more than M2
of his k samples from the agreeing player’s history of plays are 0. Consider the function
ρk,M (x) := (1 − ε)

 
k
Õ
k i
x (1 − x) k−i + ε/2.
i
i=M+1

(3.67)

Given that player history is in state (a, d), the probability that the agreeing and disagreeing
player plays strategy 1 is ρa (d) := ρk,M2 (d) and ρd (a) := 1 − ρk,M1 (a), respectively. We
can now rewrite (3.66) as
ρa (x2∗ ) = x1∗ ,

ρd (x1∗ ) = x2∗ .

The range of ρa and ρb is Iε := [ε/2, 1 − ε/2]. Therefore, by the strict monotonicity and
the continuity of ρa and ρd , we may rewrite (3.66) again, now as

ρa ◦ ρd (x1∗ ) = x1∗ , x1∗ ∈ Iε ,

ρd ◦ ρa (x2∗ ) = x2∗ , x2∗ ∈ Iε .
Note that since ρa and ρd are strictly increasing and decreasing, respectively, both ρa ◦ ρd
and ρd ◦ ρa are strictly decreasing functions from [0, 1] to [ρd (1 − ε/2), ρd (ε/2)] and
[ρa (ε/2), ρa (1 − ε/2)], respectively. Therefore
min{ρa ◦ ρd (ε/2), ρd ◦ ρa (ε/2)} ≥ min{ρd (1 − ε/2), ρa (ε/2)} > ε/2,
max{ρa ◦ ρd (1 − ε/2), ρd ◦ ρa (1 − ε/2)} ≤ max{ρd (ε/2), ρa (1 − ε/2)} < 1 − ε/2.
Hence, since ρa ◦ ρd and ρd ◦ ρa are continuous, they intersect the straight line x = y at a
(function-wise) unique point in their respective images and these intersection points are
x1∗ and x2∗ .
Global Exponential Stability of Mean-Field Dynamics
Denote by ξ the solution mapping of x¤ (t) = F (x(t)), x(0) = p, where F (x) :=
f
E[BR(x)]
− x. Then
∫ t
ξ (t, p) = p +
F (ξ (s, p))ds.
(3.68)
0

Lemma 13 Let Σ contain all points x ∈ (S) such that F (x) = 0 or such that ξ (t, x) satisﬁes (ξ (t, x) −y) ∗ F (ξ (t, x)) = 0 for all t ≥ 0 and some y, such that F (y) = 0. The mapping
t ↦→ ξ (t, p) is globally asymptotically stable, with limt→∞ ξ (t, p) ∈ Σ. Furthermore, if the
game is 2 × 2 with a unique mixed Nash equilibrium, then Σ = {x∗ }, the unique root of
F.
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Proof. Let V (x) := 21 kx − x∗ k 22 where x∗ is a root of F . The existence of x∗ is granted
by Brouwer’s fixed point theorem; (S) is compact and convex and F is continuous.
Differentiating V with respect to time at the solution mapping ξ (t, p), we get
−V¤ (ξ (t, p)) = −∇V (ξ (t, p)) ξ¤ (t, p)
= −(ξ (t, p) − x∗ ) T F (ξ (t, p))


f (t, p)) | ξ (t, p)] − ξ (t, p)
= −(ξ (t, p) − x∗ ) T E[BR(ξ


f (t, p) | ξ (t, p)] − x∗ ) (3.69)
= 2V (ξ (t, p)) − (ξ (t, p) − x∗ ) T E[BR(ξ
f (t, p)) | ξ (t, p)])
= V (ξ (t, p)) − V (E[BR(ξ
1
f (t, p)) | ξ (t, p)] k 22
+ kξ (t, p) − E[BR(ξ
2
where in the last step we used the identity 2yT z = kyk 22 + kzk 22 − ky − zk 22 , y, z ∈ Rd . We
notice that
f (t, p)) kξ (t, p)])
V (E[BR(ξ
1
f (t, p)) | ξ (t, p)] − ξ (t, p) + ξ (t, p) − x∗ k 22
= kE[BR(ξ
2
1
f (t, p)) | ξ (t, p)] − ξ (t, p) k 22 + V (ξ (t, p)),
≤ kE[BR(ξ
2

(3.70)

hence V¤ (ξ (t, p)) ≤ 0. Furthermore, V is radially unbounded. Let R := {x ∈ (S) :
(x − x∗ ) T F (x) = 0}, then R = {x ∈ (S) : V¤ (x) = 0} and R contains x∗ , any
other point solution to F (x) = 0, and all x such that the vectors (x − x∗ ) and F (x) are
orthogonal. By a global invariant set theorem Slotine, Li, et al., 1991, Thm. 3.5, ξ (t, p)
converges to the largest invariant set of R, which is Σ.
Next, for 2 × 2 games with a unique mixed Nash equilibrium, we show the points
in R different from x∗ (now unique) cannot be in Σ. First note that if x ∈ R\{x∗ }, then
xi ≠ xi∗ , i = 1, 2. Without loss of generality, assume that player 2 has the disagreeing role
and that x0 > x∗ . If x0 ∈ R\{x∗ } then F (x0 ) ≠ 0 and a trajectory starting in x0 will
evolve according to the dynamic system x¤ (t) = F (x(t)), x(0) = x0 . Assume, towards a
contradiction, that x(t) ∈ R\{x∗ } for all t ≥ 0. After some finite positive time, call it t ∗ ,
the path must cross the line (x, x2∗ ; x ∈ [0, 1]) (because the trajectory starts at at x0 > x∗
and player 2 is disagreeing, it will move "south-east" in (S)). This crossing contradicts
x(t ∗ ) ∈ R\{x∗ } since x(t ∗ ) ∈ R\{x∗ } would require both components of x(t ∗ ) to be
different from x∗ . The same argument can be carried out for all other possible initial
positions (x0 − x∗ < 0 or mixed signs) and for switched player roles. It follows that {x∗ }
is the only invariant set in R.
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Trajectories over Bounded Time Intervals
By Benaïm and Weibull, 2003, Lemma 1, the state process p(·) and its mean-field approximation ξ (·, p(0)) lie close to each other (over bounded time intervals) with high
probability. We have to do one modification to apply the result: we re-scale size of the
time steps taken by our learning process. This has no effect on previous results since we
will always (for a fixed β) have a fixed positive step size. The original proof of Benaïm and
Weibull (2003) can be used to prove the lemma below.
Lemma 14 Scale the step size of t by (1 − β). Let T = N (1 − β) for some N ∈ N and let
( p̂(t); t ∈ [0, T ]) be the linear interpolation of the path (p(t); t = 0, 1 − β, . . . , (1 − β)N ).
Then, for all η > 0,


2
P max k p̂(t) − ξ (t, p(0)) k ∞ ≥ η ≤ 2(m1 + m2 − 2)e−η c
(3.71)
t ∈ [0,T ]

where c is a positive constant and proportional to e−γT (T (1 − β)) −1 , where γ > 0 depends
only on the size of the game.
Proof of Theorem 6
Let t ≥ s ≥ 0. Below, K will denote a generic positive constant. Whenever η > kξ (t, p̂(t −
s)) − ξ (t, p(0))k ∞ , Lemma 14 yields that
P(k p̂(t) − ξ (t, 0) k ∞ ≥ η)
= P k p̂(t) − ξ (t, p̂(t − s)) k ∞ ≥ η − kξ (t, p̂(t − s) − ξ (t, p(0)) k ∞


e−γs
2
.
≤ K exp −(η − kξ (t, p̂(t − s)) − ξ (t, p(0)) k ∞ ) K
s(1 − β)


(3.72)

Furthermore,
P(k p̂(t) − x∗ k ∞ ≥ η)

= P k p̂(t) − ξ (t, p(0)) k ∞ ≥ η − kξ (t, p(0)) − x∗ k ∞ ,

(3.73)

so we have that

P(k p̂(t) − x∗ k ∞ ≥ η) = P k p̂(t) − ξ (t, p̂(t − s)) k ∞ ≥ η

− kξ (t, p̂(t − s)) − ξ (t, p(0)) k ∞ − kξ (t, p(0)) − x∗ k ∞
≤ K exp − (η − kξ (t, p̂(t − s)) − ξ (t, p(0)) k ∞ − kξ (t, p(0)) − x∗ k ∞ ) 2
!
e−γs
×K
.
s(1 − β)

(3.74)

A RECENCY WEIGHTED SAMPLING DYNAMIC

135

Letting t → ∞, we know from Lemma 13 that ξ (t, p(0)) → x∗ , so
lim P(k p̂(t) − x∗ k ∞ ≥ η)

≤ sup K exp −(η − kξ (s, x) − x∗ k ∞ ) 2 K

t→∞

x ∈(S)


e−γs
.
s(1 − β)

(3.75)

Now for σ large enough it holds that kξ (s, x) − x∗ k ∞ ≤ η/2 uniformly in x for all s ≥ σ.
Thus




Kη2
∗ 2
,
(3.76)
lim P k p̂(t) − x k ∞ ≥ η = o exp −
t→∞
1−β
proving the theorem.
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